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Regression for predictions

Simple regression
Multiple regression
Accesing performance
Ridge regression

Feature selection and lasso regression

U O 000 DO

Nearest neighbor and kernel regression

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026 /




What is regression?

From features to predictions

Regression - Intelligence

Data

Inpltx: l I

features derived L earn x%y

from data relationship Predict y:

continuous “output” or
‘response’ to input
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Case study

Predicting house prices

+ house
attributes (x)
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house size

Regression - Intelligence
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Data

input output

sa.ft,y;=9)

/'_b (XB = sq.ft,, Yz = S)
Input vs output
@ (X4 Sq_ft_, Ya= S) . * yis quantity of interest

assume y can be predicted from x

X
u
Il
0"
0
e
=

L Ys5=19)
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Model: assume functional relationship

y A ?’6{) »Essentially, all models are
: wrong but some are usefull.’
™ ?mH‘P George Box, 1987.

bexween

- 4
s e
g |
ol o  Regression model:
y;s ¥(¥i) Y€,
Ele]=0 « wwl elizjj
i L opued i~ ¥ "L/" -
square feet (sq.ft. X Vo s equaly
l.w.1 o be above
o ‘below £Lx:)
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e
Task 1:

Which model to fit?
y (=]
g e @ ._?.& ®

sq.ft. X sq.ft. X
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e
Task 2:

For a given model f(x) estimate function ,I )
X

from data
ot
y 1 t@éb},ﬁ“’ b&%;k

a qmén-ﬁc. Lunction

><V

square feet (sq.ft.)
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How it works: baseline flow chart

Feature
extraction

Quality
metric
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SIMPLE LINEAR REGRESSION
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Simple linear regression model

y? Yi = WotWy X + &

)
.

price ($)

square feet (sq.ft.)
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o

- f(x) = wy+wy X

X
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The cost of using a given line

z Residual sum of squares (RSS)

RSS(wo,wy) =
(Shouse 1 [WO+W15q'ft'house 1])2
T (Shouse 2~ [WO+W15q-ft'house 2])2
T (Shouse 3" [WO+Wlsq'ft'house 3])2
+ ...[linclude all training houses]
—=c

—)
square feet (sq.ft.) X
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Find ,best” line

V4 Minimize cost over all
possible Wy, W,

\

price (S)

RSS(w,=0.98,w,=0.87)
——RSS(w,=0.97,w,=0.85)=4

square feet (sq.ft.) X
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RSS(wo=1Ly,=0.8)° =¥
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Predicting size of house you can afford

flx) = W, + W, X

price

Estimated
parameter

Regression model.
Y. = WotW, X + &

Best quess of size of
house you can afford

- W, + Wlsq Sq.f

>
square feet (sq.ft.) &K /
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Interpreting the coefficients

Y1t 5‘/=+v'i/1x

Predicted S

A

%} of house with = Wo.
0O |saft=0 whn Y= 0
5 | Qustland)

not very mMeani nﬁful

square feet (sq.ft.) X
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Interpreting the coefficients

predicted

]’change in S .
1sq. ft.
>
square feet (sq.ft.) X
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Magnitude of fit parameters

depend on the units of both
features and observations

$ﬂ°\ q.&.- $‘°°° 5.6t
z %_\_ (,B‘- 100 sg.f.
— (o 01000 3g.K)
- (;J‘
(IJIU‘-'U] d‘a’\ e in e 0“"?‘*"

?c.{ unit C-h”‘ﬁ'- LT
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e
ML algorithm: minimasing the cost

3D plot of RSS with tangent plane at minimum
e
a4
Minimize function
over all possible wy,w;

N
0 | min Xz(yi-[\.'ur0+\.'~.r1xi])2

= [0
T AT Wi, Wili=1
AR PR PR 200 - ‘—/7|—'

~1500009000000 ppopg - RSS(wg,wy) Is a function
| ! mi'gm’lﬂﬂﬂﬂ'&?u of 2 variables = q(w,,w.)

— wh
Wp
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Convex/concave function

A CONCAVE

g(b)|----
gla)l-
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CONVEX
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Finding max/min analytically

CONCAVE CONVEX

'N"t.‘“'
« dv 20

o

= % Example:
moX o) min ()
W g(w) = 5-(w-10)2
| NEITHER ... . _p
s R ey
), ¥ l z -2w+20

1 Set derivake = 0 )
§1 2w+ =0
— - " w= \0
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Finding the max via hill climbing

. ‘ﬂ.-‘o
e

: ;’;ﬁ)vo %’?‘0

e

e~V

Kk
(w)
N::Y. %
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Sign of the derivative is saying me
what I want to do :move left or right
or stay where I am

How do we know whether to move
W %o ri%hl—.- or left 7 ,
(ne. or dec. +the value of w,_)

Jhle not converged
& e ui? 1 i’i&i—i
\ﬁv.psi’::@

{tereion
X
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Finding the min via hill descent

when derivAive is POSVHIVE, we
weny o Jecreste w i
and when derivaxive TS negabive,

LWe wine 2 InGease W

Algorithm:

while not conyerged
wittl) & W(’E)On dg
dw

wit

Min obLuJ )
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4 I
Choosing the step size (stepsize schedule)

Fixed Varying

Works well for strongly
convex functions

Common choices:

_ A
=3 A
he \ Try not to decrease
AR —— n too fast
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4 L
Convergence criteria

For convex functions,
optimum occurs when

do )
S =0
In practice, stop when

Jolw)
e

A
&mg\wdc

That will be ,,good enough”

value of ¢ depends on the data we are looking at
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Algorithm:
while not converged
W(t+l) & W(t) -1 dg
dw

wit
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e
Moving to multiple dimensions

30 plot of RSS with tangent plane at minimum
23 WID tangent plane '-
ﬂ

— .
Eﬁ %1

7
Wy

; % (Eﬂ) -dimentional

3 RSS :
E : Vetter
3 — v
z Vgw = |,
1
0 f T _£\‘
BOO | O,
£600 st L\'a,w.,n-,%]
400 o
: o defvatve
230%1 lr;.luu a d’i‘m
1501?0;%__#___“&___ g ml‘“‘ (w ‘o W,
= 0000 - i
Wsaoo00 5{}000010055"45’0 wm ’il« “ j

wit
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Gradient example

3D plot of RSE with tangent plane at minimum

. e

7
[

3 RSS
- 4

3
2
1

0

L800
LB00
£ 400

200,
A 0
B e e ——i TTT— ~200

=15000&§@033Q05
0000
o D 5000005050000
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g(w)

%‘5— 5 + 10w,
.35. 10w, + 4w,
W0,

Vo(w) =

54 lDI‘ﬁ]
lD Wy q

!

= Swo+10w,w, + 2w,?
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Contour plots

3D plot of RSS with tangent plane at minimum

—15000090000005gmp00 ]

WO 5000001000506
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b‘,ry‘ &\'L Vi

Contour plot cormrespending te 3D plot of RES

[Le]
8 g —
(el e S

T e o
N \\\\\

\\

. \‘\\%‘c‘:
NN

R S
\:\&\%\\m
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Gradient descent

wl

it

Contaur plot correspending to 3D plot of RSS

S, ‘\\\ . ‘\H .' L '«.::;Q:\‘:\\\\ \\:\:\ R l. .
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Algorithm:

while not converged
t+l éW -7 g(W(t)

] -1 1 Convergente:
: "Vglwlld =

)
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e
Compute the gradient

N
RSS(Wo,Wy) = ¥ (y-[Wotwix])2

1=1

Putting it together:

VRSS(wy,w, ) =

—

-2 ;[yi — (Wot+w )]

_-Zg ly, - (w0+w1xi)]xi_
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Taking the derivative w.rt. Wy
.ﬁ 2 (Vs -Iwem.%ﬂ)" (-1)

N
= =22 (i -Luwrw 7))
43|
Taking the derivative w.r.t. w;,

N
2 20y beerwiXidY - (-Xy)
= =7 ”Z‘ (\[4 - [wetw, X)) X,
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_2;

VRSS(wo,w, ) =| =
_22

“_ = [
L N |

A,

W
——

-1 5000&&00&0%(}0{1@& 1]
wh

5000001 gt °
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Y, — (Wo+w,x)

y; = (Wotw,X;)

e
Approach 1: set gradient to O

This method is called

,»Closed form solution”

.
'.;r'.t" u\‘-m;\v?"
e o,
Y ~N Note:

bottom tem

2y~ wp2Xi- W, 2x =0

—y &1 - ZY:‘){;- Z)’ig)‘-i

V)
z:
2.

s

V)
Z YiX;
471

in‘& - -zx,-ixa

Syl

A%y

a——

N
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4 .
Approach 2: gradient descent

o W
Interpreting the gradient Ao ()

/ / _\\ (W, )
VRSS(WO,Wl ) = 2 2 ly; = (wotwix)] | _|-2 Z} [y; = Vilwg wy)]

_—2 é ly; - (w0+w1xi)]xi- _—2 é ly, - yi(wofwl)]xi_
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4 .
Approach 2: gradient descent

-22_ly, - yilwowy)

VRSS(w,,w, ) =

-2 2. 1y; = Yilwo wi)lx,

Whie not ‘-"“"mbd L"'D'l'n)

MR Y A N
wowfn) ) \[ Z‘ [\/a - Vs (ws i w(f)ﬂ
i l’wfﬁ-l) & [w?t)\ +2‘T\. ) 2_ [\I‘ - g;lw?’,wf")lx;

1€ overall , undtr P"d?(.ﬁ‘*‘uj 9& , then ‘2__[\[;-\?.;'} 18 ras.‘tivg
=200 - | —-% UJO ;5 30]“% bo ;nw&b
~1000000 ~500000 S':m'.\au" imu.:t'im FW' w‘J bw Md‘b:e‘y b’ x&

wl
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4 _ N
Comparing the approaches

 For most ML problems,
cannot solve gradient = 0

 Even if solving gradient = 0O
IS feasible, gradient descent
can be more efficient

« Gradient descent relies on
choosing stepsize and
convergence criteria
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e

price (S)

square feet (sq.ft.)

@ Prof. Elzbieta Richter-Was

Symmetric cost function

V4 Residual sum of squares (RSS)

Assumes error of overestimating
sales price 1s the same as
underestimating 1t
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Asymmetric cost functions

We can weight d{[ferently
positive and negative errors
in RSS calculations.

different s M9[utlon T

Min AW
o t e

*

What if cost of listing house
too high has bigger cost?

Too high = no offers ($=0)

Too low = offers for lower S
>
square feet (sq.ft.) X
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What you can do now

« Describe the input (features) and output (real-valued
predictions) of a regression model

« Calculate a goodness-of-fit metric (e.g., RSS)

* Estimate model parameters to minimize RSS using
gradient descent

* [nterpret estimated model parameters
« Exploit the estimated model to form predictions
» Discuss the possible influence of high leverage points

« Describe intuitively how fitted line might change
when assuming different goodness-of-fit metrics
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MULTIPLE REGRESSION
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Multiple regression

Fit more complex
relationships than
just a line

INncorporate
more iNnputs

— Square feet

x[2] - # bathrooms
O - # bedrooms
— Lot size
— Year built

Nhouse size _—
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Polynomial regression

Model:
yi — WO + W1Xi+ W2 Xi2 + ... + Wp Xip+ Ei

NL—

treat as different features

feature 1 = 1 (constant) parameter 1 = wg

feature 2 = X parameter 2 = w;
feature 3 = x° parameter 3 = w,
feature p+1 = xP parameter p+1 = w
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Other functional forms of one input

® Trends 1n time series

| yi=$of i house sale E
= t.='month of i house sale ]
’g 1?—)._ /\.\_'A\r g7
£ W i

o Mﬁ”""r\m
- A
[

I [ I I I I I
1997-01 1999-01 2001-01 2003-01
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I I I I I I I I I [
2005-01 2007-01 2009-01 2011-01 2013-01

On average, house prices
tend to increase with time

Month

T T T T T T T T T T T T T T T T T
1997-01 1999-01 2001-01 2003-01 2005-01 2007-01 2009-01 2011-01 2013-01

This trend can be modeled with

polynomial function.

Month <= House sales recorded monthly
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Other functional forms of one input

° Seasonality

1 Most houseslisted in summer
+

=1 | Good houses sell quickly
R it
E’S To] mmN

o - NMP"‘"‘ _ _

~MFew homes listed in Nov./Dec.
S | i
Transactions often leftover inventory
2 4 or special circumstances

[ [ [ [ [ [ [ [ [
1997-01 1999-01 2001-01 2003-01 2005-01 2007-01 2009-01 2011-01 2013-01

Month
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e
Example of detrending

Model:
\ Unknown phase/shift

Linear trend Seasonal component =
Sinusoid with period 12

(resets annually)

AVAVAVAVA

Trigonometric identity: sin(a-b)=sin(a)cos(b)-cos(a)sin(b)
=2 sin(2ttt; / 12 - @) = sin(2T11t; / 12)cos(®P) - cos(2T1tt; / 12)sin(P)

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026

/




Equivalently,

feature 1 = 1 (constant)
feature 2 =t

feature 3 = sin(21tt/12)
feature 4 = cos(2T1tt/12)

@ Prof. Elzbieta Richter-Was

Example of detrending

Vi = Wq + w, t+ w,sin(2Ttt, / 12)
+ w- cos(2T1tt, / 12) + €

Fit polynamial trend and
sinusoidal seasonal component
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Other examples of seasonality

Weather modeling
(e.g., temperature, rainfall)

6000 H

Demand forecastung
ie ] Jadket purchases) |

4000

us FIu Rate' ¥

2000

1] . '
1] 100 200 300 410 500 &0

Week

Motion capture data ;

. ‘A\ A - ‘ RO | e
“I !-7- AN —v‘\ -.‘\‘ »"‘ wl" ‘. & - '._..-”_--'i’ .«";@‘. _m"‘::m’

angle (deg)

20 4'0 6‘0 80 100 120 140 160 180 200
timesteps
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4 . . . ™
Generic basic expansion

Model
= ZWJ- ni(X;) + &
7=0

feature 1 = h,(x)...often 1 (constant)
feature 2 = h,(x)... e.g., X

feature 3 = h,(x)... e.g., x% or sin(21Tx/12)

feature D+1 = hy(x)... €.g., xP
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More realistic flow chart

_—— X h(x)

PN
Feature .!Z‘,

extraction

—) D
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Incorporating multiple inputs

/ /5 - Only one batbroom
not same as my
square feet (sq.ft.)g' X i
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Incorporating multiple inputs

f(x) = wy + wy sq.ft.

2 ]‘> + W, #bath

X[2]

price (S)

- Square feet

- # bedrooms
- Lot size
square feet (sq.ft.) X[1] - Year built

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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- # bathrooms

/




General notation

Output: y & scalar
Inputs: x = (x[1],x[2],..., x[d])

d-dim vector

Notational conventions:
x[j] = " input (scalar)

hi(x) = j*" feature (scalar)

X, = input of i" data point (vector)
xi[j] = j*" input of i" data point (scalar)

@ Prof. Elzbieta Richter-Was
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e
Simple hyperplane

MOdel: Noiseterm/
V. = Wy + w, x[1] + ... + w,x[d] + €

feature 1 =1
feature 2 = x[1] ... e.qg., sq. ft.
feature 3 = x[2] ... e.q., #bath

feature d+1 = x[d] ... e.qg., lot size
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e

feature 1 = hy(x) ..
feature 2 = hy(x) ...
feature 3 = h,(x) ..

@ Prof. Elzbieta Richter-Was

i

eq. 1

e.g., x[1] = sq. ft.
e.q., x[2] = #bath

or, log(x[7]) x[2] = log(#bed) x #bath

More generally: D-dimensional curve

More on notation

# observations (x;y,) : N
# inputs x|[j] : d
# features hi(x) : D

15/10,22/10,29/10 2026
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Interpreting coefficients

Simple linear regression

A A Th
y y — WO +| Wllx
<,
v
fj predicted
= }change in S
Q v
1 sq. ft.
' ' >
square feet (sq.ft.) X

@ Prof. Elzbieta Richter-Was
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Interpreting coefficients

Two linear features

fix
y V |
=]
w ° ®
v ‘ X[2]
@
= @
=] . 0@;@
%
square feet X[1]
B (sq.ft.)
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Interpreting coefficients

Two linear features But...
N v %1 a0\ ) increasing H#bathrooms
y =Wo+ WlXF | +®X[ ] for fixed #sqft will make
. fix your bedrooms smaller
y and smaller.

Think about interpretation.

n ®
ﬂd }predicted "
s 375 P For fixed
1 bathroom # Sq'ft°!
>
# bathrooms X[2]
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Interpreting coefficients

Polynomial regression
= Wy + WiX +... WJ o+ W XP

square feet
(sa.ft.)

@ Prof. Elzbieta Richter-Was

Can’t hold
other

features

fixed

Then ...
can’t interpret
coefﬁcien ts

15/10,22/10,29/10 2026

/




Interpreting coefficients

But...

incredsin g Hbedrooms

Multiple linear features

3“/ = WD t Wlx[l] u %@X[J] ..t wd X[d] for fixed #sq.ft will make
fix | fix fix fix| your bedrooms smaller
. and smaller.
y / . You can end with negative
5 " coefficient. Might not be so
9 ¢ X[e] if you removed #sq.ft from
= @ " s {Q
Q I K(;.O the model.
$ \0'55‘0 Think about interpretation
X in context of the model
square feet X[1]

(sq.ft) you put 1n.
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Fitting in D-dimmensions

I O
N h(x y

Look now at

S~ I this block
Yy \"Y}
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Rewriting in vector notation

For observation |

D
Yy, = ZWJ hi(x) + €
J=0 v 0¢)
,-—\_,-“3 ~ Y " h (%) W
yi = = ‘\J&H— & = | W+ | €
W Wy Wa .- Wp [ i) WM - hyt@) W
by
'-'-N.M‘i);""“l“'("")'“‘*w) \M ) = holdwe + M C) Wy +- -
— *E : +lnglKi Y ¥
s“{.,r v D
= Whbo« 6 hylx:) Wp
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Rewriting in matrix notation

For all observations together
\\U\ |

€
¢
é3 .
Here 1s our
' ML algorithm
> Jy-tveg
A— -
b e
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Fitting in D-dimmensions

/—'—_—‘-\ ~
= e
~__ Look now at
y W this block
1 /
Quality

metric

46 2015 Emily Fox & Carlos Guestrin Machine Learning Specialization
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Cost function in D-dimmension

RSS 1n vector notation

N
Z Y- *&L‘i )
i=1 Ja(wd

(%) w
= Wy
hiy ) - - - - hplk)) w,
) T v

square feet (sq.ft.) x[1] '
Wp
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Cost function in D-dimmension

RSS in matrix notation

RSS(W) =) (y;-

N
i (:\/.-Hw) (y )

Why? (part 1) :5 EEmEEEE

...._S‘E

k.
¥ :: HW fb"‘%’\v

RA ¢
H " (y-HwB (y- \I)“["‘;‘“L

residuol y)

IIIIII|II|||II|~¢

N
Al
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Regression model for D-dimmension

RSS in matrix notation

Mz

RSS(w) = ?:1 /

= (y-Hw)'(y-Hw)

Why? (part 2) 1\/

residual; | residual, | residuals residualy || residualy (fc‘l Awu.l J‘_(,_slA“I 4\1._. )
residual, + Cesidue
residual; | — = Z rzgdwli
A
[N
residualy 2 RIS (W)
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4 . .
Regression model for D-dimmension

Gradient of RSS

VRSS(w) = VI(y-Hw)T(y-Hw)]
= -2H(y-Hw)

Why? By analogy to 1D case:

_ 4 2 _ o fu_bhw) (-h
d kp)(\,_.hw) = a—\; C\{-—hu}) = 2 (y hw) h)
/ = —2hly-hw)
‘5‘4\!(5
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Regression model for D-dimmension

Approach 1: set gradient to zero

Closed form solution

3D plot of RSS with tangent plane at minimum

.

i VRSS(w) = -2HTly-Hw) = 0

1o Solve for w:
# /800
7 /600 —#HTY 4./HTH \ﬁ =0
-::::&.-TEEE;______-___;__ Z:JQ..,]_ N ¥4§' HT H \:J - HTY
] . ' K A ytud - ¥ )—l T
15000&%000%000&% 0 5000007900dgt° e ::\l ww . W ‘/
N 5= (WY Wy

15/10,22/10,29/10 2026
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Closed-form solution

This matrix might not be invertible.

—
¢ .l Wmip 1& aﬁ“\‘
v _ EAY iﬁ"’"ﬁ ln:iiibiislf.fs x|’~-":'D
W \
N {N Complexity of inverse:
0(v)

@ Prof. Elzbieta Richter-Was

This might not be CPU feasible.
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Regression model for D-dimmension

Approach 2: gradient descent

Cantour plot correspondi gtoanpltmss

\\\ and then ...
\l“\ X

while not converged
wtH) & wit - n\/ RSS(w!

J

|
-2H'(y-Hw)
—uwe AT (y- Ht)
ytww)

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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Gradient descent

N

RSS(W) = ¥ (y;- hix)Tw)2

1=1 2

= E ( \,i — w.holx;)-w.\\.(ﬁ\-- "'Wpr[xi))

o\

Partial with respect to w,

\
i 2(Yx-wo\no(!&)-w‘\m‘n)w--"Wplnpl&))
Az '("b-\"ﬂ)

N
2 27 W (Yim hi)

@ Prof. Elzbieta Richter-Was

Update to j™ feature weight:

v
W) (v ~W . o

Wj(t+1) & Wj (t) - n(’é"’ﬂ(‘,“ h(&)ﬂ) )
Yi(wt)

15/10,22/10,29/10 2026
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Regression model for D-dimmension

Interpreting clementwise

square feet
(sq.ft.)

@ Prof. Elzbieta Richter-Was

2 bathrsms
Update twei ht:
; el .

wu“‘-l-

) &y 4 2nzl(yi—)7i(w(t)))

Al |
s unbrast:ma‘t‘njdfmpﬂ-é* of $ bath (UU‘) “‘m‘ﬁl)
Lhen (Y;- Y;(w“’)) on O.W-I"‘-y-
weigted by 3 oath will be pesitive

(=)

= wf‘“) 7 W (incrmase)

15/10,22/10,29/10 2026

/




e

Summary of gradient descent

wl

~1000000

Extremely useful algorithm

Contour plot corresponding ta 30 plot
: ERORTREN

=500000 i

Prof. Elzbieta Richter-Was

mar
| while IVRSS(w)]| > e

in several applications

INit W__O_ (or randomly or smartly =1 1

An(ﬁ.

forj=0,..D

paLtij.lLiJi-ZZh( X)(y- ¥ (w!
w, " & w Y =1 partial[]

tet+1

")
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What you should know how to do now

+ Describe polynomial regression
« Detrend a time series using trend and seasonal components

+  Write a regression model using multiple inputs or features
thereof

+ Cast both polynomial regression and regression with multiple
inputs as regression with multiple features

« Calculate a goodness-of-fit metric (e.g., RSS)

* Estimate model parameters of a general multiple regression
model to minimize RSS:

- In closed form
- Using an iterative gradient descent algorithm

* |Interpret the coefficients of a non-featurized multiple
regression fit

* Exploit the estimated model to form predictions

* Explain applications of multiple regression beyond house
price modeling

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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ACCESSING PERFORMANCE

15/10,22/10,29/10 2026



4 | N
Assessing performance

Make predictions, get S, right??

Model + algorithm
-2 fitted function

Predictions
- decisions =2 outcome

PN
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Assessing performance

Or, how much am | losing?

Example: Lost S due to inaccurate listing price
- Too low = low offers
- Too high = few lookers + no/low offers

How much am | losing compared to perfection?

Perfect predictions: Loss = 0
My predictions: Loss = 777

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026 /




/ : ‘Remember that all models are
M eaS U rl ng |OSS wrong; the practical question is
how wrong do they have to be to
not be useful.” George Box, 1987.

Loss function: Cost of using w at x
L(y,fw(x)) wheny is true
\_'_J

a4
actua ~ . .
value f(x)= predicted value y
Symmetric loss
Examples: functions
(assuming loss for underpredicting = overpredicting)
Absolute error: L(y,f (X)) = |y-f(X)]

Squared error: Ly, f;(x )) = (y-f,(x))?
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e

Accessing the loss

Use training data

W minimizes
RSS of
training data

square feet (sq.ft.)

@ Prof. Elzbieta Richter-Was
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Compute training error

1. Define a loss function L(y,f;(x))
— E.qg., squared error, absolute error,...

2. Training error
= avg. loss on houses In training set

=% 2= LW )
. AN

fit using training data

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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o
Training error

Use squared error loss (y-f (x))?

square feet (sqg.ft.)

@ Prof. Elzbieta Richter-Was

Convention is to take

average here \

Training error (W) = 1/N *
[(Stram 1 fw(sq ft. ‘train 1))2
T Stram 2 -f; (Sq ft. "train 2))

+ (Stram 3 fw(sq ft. ‘train 3))
+ ... Include all

> .
X  training houses]

15/10,22/10,29/10 2026
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Training error

More intuitive is to take RMSE, same units as y

%
)
O
—
o o
Ry
AW

square feet (sq.ft.)

@ Prof. Elzbieta Richter-Was

Tramlng error (w) =

;\Z

RMSE =
1 N
N 2ty

15/10,22/10,29/10 2026
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/
Training error vs. model complexity

Descrease as you increase
your model complexity.
Very intuitive why it is
like that.

Error

Vi

YT Model complexity ¥
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Is training error a good measure?

Issue: Training error Is overly optimistic
because W was fit to training data

y A Is there something particularly wrong

about having X, squarefeet 222

price (S)

Small training error #> good predictions

/: unless training data includes everything you
might ever see

Xt
square feet (sq.ft.) X
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4 L ™
Generalisation (true) error

Really want estimate of loss
over all possible (#8,5) pairs

Lots of houses
INn neighborhood,
but not In dataset

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026 /




Distribution over house

In our neighborhood, houses of what Z)Zuliazy
# s0.ft. (é) are we likely to see? | I #sqit.
|||||||| ||Il|||.H-H | HH“" S

square feet (sq.ft.)

For houses with a given # s ft. (),

what house prices 5 are we likely to see?
# sq.ft.

price (S)
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4 o o ™
Generalisation error definition

Really want estimate of loss
over all possible (#2,9) pairs

average over all possible
(X,y) pairs weighted by
how likely each is

Formally:

generalization error = Ex‘!’y[L(y,fw(x))]

/

fit using training data
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4 o o ™
Generalisation error definition+

Really want estimate of loss over all possible (Q_ S) pairs ‘
Vr—-—\ditca.&tﬂ'
£ k)
- 2% Plxi)
average over all possible /___ cont fy,
. (X,y) pairs weighted by g[ )
Formally. how likely each is : yxe(ﬂ Ax
generalization error = EJ},[L(y,fw(x))] treuo'S \
\ gf(xﬁ?(‘
= S‘LC,VJ F@fx)s P("f‘;’) AML/ fit usmg training data

PL‘ﬂP(\/h()
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e

L . A
Generalisation error vs model complexity

lo populan;ta<1

Error

1! A
square feet (sq.ft.) X

Model complexity
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Generalisation error vs model complexity

lo populari%

©
<

Error

price ($)

>
square feet (sq.ft) X

Model complexity
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4 L .
Generalisation error vs model complexity

4 1o popularity area

O
<

Error
©

price ($)

>
square feet (sq.ft.
q q (sq.ft.) X

Model complexity
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4 L .
Generalisation error vs model complexity

1o popularity area

Error
O

2all
44
square feet (sq.ft.) X

Model complexity
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Generalisation error (weighted with
popularity) vs model complexity

1o popularity area
Y4 K f.

price ()
(0]
0 ”
(0]
©
0]
\ 4

square feet (sqg.ft.) X

@ square feet (sq.ft.) X ' 15/10,22/10,29/10 2026




Error

Generalisation error vs model complexity

However ... in contrast to the training

error, in practice we cannot really compute

true generalisation error. We don’t have

data on all possible houses in the area.

Can't

compute!

>

Y4 . Model complexity yI 1
.".' " y

@ Prof. Elzbieta Richter-Was
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Forming a test set

We want to approximate

Hold out some (@,S) that are generalisation error.

not used for fitting the model Test set: proxy for

Training set

hhhAAA

Test set

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026

»everything you might see’

9
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Compute test error

Test error

= avg. loss on houses In test set

1
Niest Z L(yiffw(xi))

T 7 in test set \
# test points fit usingltraining data

has never seen
test data!

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026 /




Tralining, true and test error vs. model
complexity. Notion of overfitting.

\ Test error: noisy version due

to limited statistics.

Error

Overfitting if:

tran niﬁs ol

/—U‘) such that
@ *{:roumnj Lol (W)

w oo Modelcomplexny y 0) trne uror(_w)

@ Prof. Elzbieta Richter-Was

X

£ kvroin; ino) yro/ (W

W Yhee 2usts a mP lw'
A estimote params w’

’)

Y brwe el LU\).)
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e
Training/test splits

Training Test set Training set st
set set

Too few = w poorly estimated Too few = test error bad approximation
of generalization error

Training set Test set

Typically, just enough test points to form a
reasonable estimate of generalization error

If this leaves too few for training, other
methods like cross validation (will see later...)
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Three sources of errors

In forming predictions, there
are 3 sources of error:

1. Noise
2. Bias

3. Variance
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Data are inherently noisy

variance
of noise

There 1s some true relatioship
between sqft and value of the

Lonvecn amanifin +jtb/eqiven house.
;fw(true)(xi) _l'@

Irreducible

Yi

\

We cannot reduce it by chosin g

better model or procedure,

error

square feet (sq.ft.)

@ Prof. Elzbieta Richter-Was

It is beyond our control.
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Bias contribution

This contribution we can control.

Assume we fit a constant function

N house N other house
sales (#%,9) sales (#%,5)

5

U w(trainl U
) (D)
= R
S ’ S £
wW(train?2)
> >
square feet (sqg.ft.) X square feet (sq.ft.) X
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Bias contribution

Over all possible size N training sets,
what do | expect my fit to be?

LN

Average over all W (t raln 2) W

ible fit
possible Tits square feet (sq.ft.) X
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Bias contribution

|s our approach flexible

Bias(x) = f true( X) - f@( X) «— enough to capture f, e’
If not, error In predictions.

low complexity
9

price (S)

square feet (sq.ft.) X
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@ Prof. Elzbieta Richter-Was

Variance contribution

How much do specific fits
vary from the expected fit?

Yy
1:w""q.;i'(trair13) f
S ¢ W (trainl)
1:\F\Jl'(trair"IZ) f\ﬁf
square feet (sq.ft.) );(

15/10,22/10,29/10 2026
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Variance contribution

How much do specific fits
vary from the expected fit?

y4 ¢
W(train3 . o
3 ( ) fw(traml,
P
i
ol
fW(tramZ)
_ —
square feet (sq.ft.) X

@ Prof. Elzbieta Richter-Was

Can specific fits
vary widely?

If so, erratic
predictions

low complexity

9
low variance

15/10,22/10,29/10 2026
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4 ™
Variance of high complexity models

Assume we fit a high-order polynomial

For each train remove

feW random houses f

W(tfaiAl 1 high
complexity
9

high variance

f

W(train2)

% \
()
L -
ol R fW
fv"v(trai n3
> -bﬁ""
square feet (sq.ft.) X square feet (sq.ft.) X
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Bias of high complexity models

Assume we fit a high-order polynomial

For each train remove

few random houses f ,\ hi g .

(tfainl complexity
9

low bias

train2)

f
\

K

fv"v(trainB >
> X

square feet (sq.ft.)

square feet (sq.ft.) X
High complexity models are very flexible,
pick better average trends.

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026 /




N _ ™
Bias —-variance tradeoff

MSE = mean square error

Machine Learin g
is all about this tradeoff

But....

TJust \like widh
Oeneralization ervol

WL cannot Compute
= -

y‘E E Model complexity yl 1t bias and variance
¥ * X X
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/~ ™
Errors vs amount of data

for O Cixed mode wmg\cx};t{

Viwior
\¢ e ool
®
L] ————
AT W e &>
2 \'.Szi‘\uﬂf"; x notte
. M - o\;.’f
ANtS
b S R e gty o Vb Y
. . C}-ﬂ s .
# data points in xue (Binsnp £

training set
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The regression/ML workflow

1. Model selection

Often, need to choose tuning
parameters A controlling model
com plexity (e.g. degree of polynomial)

2. Model assessment

Having selected a model, assess

the generalization error

@ Prof. Elzbieta Richter-Was
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Hypothetical Iimplementation

Training set Test set

1. Model selection

For each considered model complexity A :

. Estimate parameters w, on training data
Ii.  Assess performance of w, on test data
. Choose A" to be A with lowest test error

2. Model assessment

Compute test error of w,. (fitted model for selected
complexity A") to approx. generalization error

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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Hypothetical implementation

Training set Test set

1. Model selection

For each considered model complexity A :

. Estimate parameters w, on training data
Ii.  Assess performance of w, on test data
. Choose A" to be A with lowest test error

S
2. Model assessment Overly optimistic!

Compute test error of w,. (fitted model for selected
complexity A") to approx. generalization error

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026 /




Hypothetical implementation

Training set Test set

Issue: Just like fitting w and assessing its
performance both on training data

e A was selected to minimize test error
(i.e., \"was fit on test data)

* |f test data is not representative of the whole
world, then w,. will typically perform worse than
test error indicates
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Practical implementation

Validation Test
set set

Training set

Solution: Create two "test” sets!

1. Select A" such that w,. minimizes error on
validation set

2. Approximate generalization error of W, . using
test set
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Practical implementation

Validation Test
set set

Training set

" I
fit W,
test performance
of W, to select A"
assess
generalization
error of w, .
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. .
Typical splits

Tralning set

807%
507%

@ Prof. Elzbieta Richter-Was

Validation Test

set

107%
257%

set

10%
25%

15/10,22/10,29/10 2026
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What you should be able to do now

« Describe what a loss function is and give examples

« Contrast training, generalization, and test error

« Compute training and test error given a loss function
» Discuss issue of assessing performance on training set
* Describe tradeoffs in forming training/test splits

« List and interpret the 3 sources of avg. prediction error
— lIrreducible error, bias, and variance

« Discuss issue of selecting model complexity on test data
and then using test error to assess generalization error

« Motivate use of a validation set for selecting tuning
parameters (e.g., model complexity)

» Describe overall regression workflow

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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RIDGE REGRESSION
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e
Flexibility of high-order polynomials

— 2
Yi = Wp + W X;+ Wy Xi© + .0+ Wp)(ip-l— &

<

price (S)

>
square feet (sq.ft.) X

Symptoms for ove1ﬁtting: often associated with very large value qf
estimated parameters W
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Overfitting with many features

Not unique to polynomial regression,
but also if lots of inputs (d large)

- Square feet

Or, generically, - # bathrooms
lots of features (D large) - # bedrooms

- Lot size
Yi= ;} W hj(xi) TE - Year built

@ Prof. Elzbieta Richter-Was
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How does # of observations influence
overfitting?

Few observations (N small)
= rapidly overfit as model complexity increases

Many observations (N very large)
- harder to overfit

Y4 Ya
& f. o
g "
a a
> >
square feet (sq.ft.) \X square feet (sq.ft.) X
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How does # of inputs influence
overfitting?

Linput (e.qg., sq.ft):
Data must include representative examples of
all possible (sq.ft., S) pairs to avoid overfitting

>

price (S)

square feet (sq.ft.)

a
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How does # of inputs influence
overfitting?

d inputs (e.qg., sq.ft, #bath, #bed, lot size, year,...):

Data must include examples of all possible
(sq.ft., #bath, #bed, lot size, year,...., S) combos

to avoid overfitting

>

price (S) <
=,
LA~/

square feet (sq.ft.) X[1]

15/10,22/10,29/10 2026
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Lets improve quality metric blok

@]TF-1114Y
metric
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Desire total cost format

Want to balance:
. How well function fits data
II. Magnitude of coefficients

want to balance

Total cost = — .

measure of fit + measure of magnitude

1 of coefficients
small # = good fit to T
training data small # = not overfit

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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4 . . A
Measure of fit to training data

N
i
2 =1 usin
E N fr(,j. w‘uw 4
‘é = E’yi(w))z
1=1
Sma\l RS = MOAQJ (-;-l:\:ifﬂ 'h'a'(n?nj

square feet (sq.ft.) daxa well
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Measure of magnitude of regression
coefficients

What summary # Is indicative of
size of regression coefficients?

But ... the coejﬁcients

are very Iarge

- Sum? W 4,501,300 W =-1,60583
WetW, = small &

- Sum of absolute value?
s di »
\Wbl '\'lwl\ oot \Wp\ - Z lWil = ”U’”, L| nerm . OG1SCusS Mot 9

J*0

neve Module

- Sum of squares (L, norm)
U) AWl Lk w‘&._.Zw - “W“ L1 norm ...(odu:o@ktus
, .

Wiod e
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4 . . N
Consider specific total cost
Total cost =
measure of fit + measure of magnitude

;7_4 - of coefficients
)
wl],
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4 . . . N
Consider resulting objectives

What If W selected to minimize - ifelol-Re=le le=3 (018

)
RSS(w) + Allwll,

N tuning parameter = balance of fit and magnitude

(a.k.a L, regularization)

If A=0:

A
feduies M;ﬂ.\""\%'\hﬁ RSS (W) , 08 before (old sbh*ﬁon) - UULS gt Squases

If A=o0;

%or m\w’dbns where l?)'—#o ) hen ’coic"J osh 1§ 0o )

X in between: a0 2 Lol 10
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4 N
Ridge regression: bias-variance tradeoff

Large A:
high bias, low variance
(e.g., W =0 for A=o0) In essence. A
controls model
Small \: complexity

low Dbias, high variance

(e.g., standard least squares (RSS) fit of
high-order polynomial for A=0)
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Ridge regression: coefficients path

What happens if we refit our high-order
polynomial, but now using ridge regression?

4 uli —— Betdhrooms
— . ~o— bathrooms
<3 S 55 “f i -~ sqgft_living|  features
S 1 | / Ve —— sqft_lot
v & A floors scaled to
i/ i —=— yr_built 1 it
yr_renova unit norm
(- § \ sweet spot waterfront
D g7
QO _
J—
AW S o -
@
O 8
S | ¥
o | ] I I
I D »0000 100000 150000 200000

L
: ) A
wls >
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Flow chart

N \
n h(x y ,
k—/ I Model for all N observations together
y W

W +
u

[TITTTTTTT < ]
I
[TTTTTTTTT en [T]
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Ridge regression: cost in matrix notation

In matrix form, ridge regression cost is:

2
RSS(w) + Allwl|,
= (y-Hw)(y-Hw) + Aw'w

2
wll, = w2 + w2 + w, 2 + .+ wp?

W,
w,

= LI
%W.U;U- wp
W,

HEEEEEN

= ww

@ Prof. Elzbieta Richter-Was
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Gradient of ridge regresion cost

V [RSS(w) + 7\||W||22] =v[(y— Hw)T(y-Hw) + AwTw]

=1M— Hw)T(y-Hw)] +J A lW\ITW
| Y
-2HT(y-Hw) 2W

Why? By analogy to 1d case...

w'w analogous to w? and derivative of w2=2w

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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Ridge regression: closed-form solution

3D plot of RSS with tangent plane at minimum

(e)
54

~
T17
- 6

600 H‘H\EL*)I Q’_=HTV

20, (HHeATID = HYy
A nlgt T ST
(= (HHOTY Y

_15000Qt100000.0_r,00000
0 0 50000010006&9 0
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4 N
Ridge regression: gradient descent

Update to j*" feature weight:
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e
Summary of ridge regression algorithm

NIt W(l)_o (or randomly, or smartly), t=1
while ||V RSS(w®)|| > €

partial[j] =-2 h-@x- (yi-yi(w))
w, & (1-2nN)w, Y — n partial]]
tEet+1
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How to choose A

If sufficient amount of data...

Validation Test
set set

ﬁt*\;‘vk T |

test performance |
of W, to select A’
assess
generalization
error of W«
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How to choose A

K-fold cross validation

error,(A) W,

For k=1,...K
1. Estimate w,® on the training blocks
2. Compute error on validation block: error, (A)
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How to choose A

K-fold cross validation

)

error,(\) Wy@

For k=1,...K
1. Estimate w, ™ on the training blocks
2. Compute error on validation block: error,(A)
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How to choose A

K-fold cross validation

errors(A)

1. Estimate w, ¥ on the training blocks

2. Compute error on validation block: error, (A)

K
Compute average error: CV(A) =% > error (N
k=1

@ Prof. Elzbieta Richter-Was
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How to choose A

K-fold cross validation

Valid

set

Repeat procedure for each choice of A
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e
What value of K

Formally, the best approximation occurs
for validation sets of size 1 (K=N)

leave-one-out
Cross validation

Computationally intensive

— requires computing N fits of model per A

5-fold CV

ypically, K=5 or 10

10-fold CV
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How to handle the intercept

Recall multiple regression model

Model:

D
i=0

feature 1 = hy(x)...often 1 (constant)
feature 2 = h,(x)... e.g., x[1]
feature 3 = h,(x)... e.g., x[2]

feature D+1 = hy(x)... e.g., x[d]

@ Prof. Elzbieta Richter-Was
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e

Do we penalize intercept?

Standard ridge regression cost:

2
RSS(w) + A\ |lwll,

N strength of penalty

Encourages intercept w, to also be small

Do we want a small intercept?

Conceptually, not indicative of overfitting...

@ Prof. Elzbieta Richter-Was
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e

@ . (closed-form or gradient algorithms)

Do we penalize intercept?

° Option 1: don’t penalize intercept

Modified ridge regression cost:

2
RSS(Wo W) + Mw, .5

vr'-v-- — ~— - - — - ~—-—w wew .- A -

If data are first centered about O, then
favoring small intercept not so worrisome

Step 1: Transform y to have O mean
Step 2: Run ridge regression as normal

... .0,22/10,29/10 2026
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What you should be able to do now

Describe what happens to magnitude of estimated
coefficients when model is overfit

Motivate form of ridge regression cost function

Describe what happens to estimated coefficients of
ridge regression as tuning parameter A Is varied

Interpret coefficient path plot

Estimate ridge regression parameters:
- |n closed form
- Using an iterative gradient descent algorithm

Implement K-fold cross validation to select the
ridge regression tuning parameter A

Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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FEATURES SELECTION

&
LASSO REGRESSION
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Why features selection?

Efficiency:

- If size(w) = 100B, each prediction is expensive

- If W[sparse], computation only depends on # of hon-zeros

\many Zeros

S/i =Z Wj hj(Xi)

w70

Interpretability:

- Which features are relevant for prediction?

@ Prof. Elzbieta Richter-Was
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e
Sparcity

@ Prof. Elzbieta Richter-Was

Housing application

Lot size

Single Family

Year built

Last sold price
Last sale price/sqft
Finished sqgft
Unfinished sqgft
Finished basement sqft
# floors

Flooring types
Parking type
Parking amount
Cooling

Heating

Exterior materials
Roof type
Structure style

Dishwasher
Garbage disposal
Microwave
Range / Oven
Refrigerator
Washer

Dryer

Laundry location
Heating type
Jetted Tub

Deck

Fenced Yard
Lawn

Garden
Sprinkler System

15/10,22/10,29/10 2026
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e
Sparcity

Réadiﬁg your mind

very sad very happy

Activity in which
brain regions

can predict
happiness?
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Find best model of size: O

A
-
\H'.’.“;‘n ¥ wt‘d"\
fE *gﬂ"*"ﬂs no Cealotes
Vo) ) .. C-
) ﬂ‘”b!'\ \’ A~ e A
ad 7
nise

# of features
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aterfront
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Find best model of size: 1

- # bedrooms
- # bathrooms

4 x( "‘,;r::s &Q\e
- i/ aodd Rl .
Nt o\sW(
N o  ina modtd
“‘(}3)"' WU -C“k:‘?‘: Of\\\f one 'Fm'a"
V)
o

- sq.ft. living

>

# of features

@ Prof. Elzbieta Richter-Was

- sq.ft. lot

- floors

- year built

- year renovated
- waterfront
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Find best model of size: 2

Note: not necessarily nested!

() yor &\
otomb'*““mq
of L Sepoaced

)
o @

<

| - # bedrooms
- # bathrooms

RSS(

# of features

@ Prof. Elzbieta Richter-Was

>

- sq.ft. living

- sq.ft. lot

- floors

- year built

- year renovated
- waterfront

15/10,22/10,29/10 2026
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Find best model of size: N

)

S

RSS(

Certainly not that with the smalest trainin g error!

Which model complexity to choose?

# bedrooms

# bathrooms
sq.ft. living
sg.ft. lot

floors

year built

> - year renovated

@ Prof. Elzbieta Richter-Was

# of features

- waterfront
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e

Choosing model complexity

Option 1: Assess on validation set

Option 2: Cross validation

Option 3+: Other metrics for penalizing

model complexity like BIC..

@ Prof. Elzbieta Richter-Was
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Complexity of ,all subsets”

How many models were evaluated?

222,-,‘2 =

@ Prof. Elzbieta Richter-Was

* W'
- each indexed by features included .-:0\ W S
PV ...
A 28 = 256

Vi = 000..000] 2% = 1,073,741,824
Y, = Wghglx) + € 100..000] 21000 = 1071509 x 1050

| . 21008 = HUGEN !
yi.=vv1h1(xi)+ 3 [0.10...0001 i 2D‘H
Y = Wohy(x) + w hy(x) + € 110..000] )

e Typically,

Yi = Woholx) + wihy(x) + .+ wohplx)+ g (111 . 111] computationally

Infeasible

15/10,22/10,29/10 2026
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Greedy algorithm

Forward stepwise algorithm

1. Pick a dictionary of features {h,(x),....n )}
- e.g., polynomials for linear regression
2. Greedy heuristic:

. Start with empty set of features F; = &
(or simple set, like just h(x)=1 =2 y,= w,+§€))

ii. Fit model using current feature set F, to get w®

I1l. Select next best feature h.(x)

- e.g. h(x) resulting in lowest training error
when learning with F, + {h.(x)}

v. SetF,,, €& F + {h*(x)}
V. Recurse
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Visualizing greedy algorithm

)

S # bedrooms

# bathrooms
sq.ft. living
sq.ft. lot

floors

- year built

- year renovated

- waterfront

RSS(

# of features
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Visualizing greedy algorithm

A
© 8
S é g ! g ® - # bedrooms
%)
%) T g - # bathrooms
o ot i g - sq.ft. living
g0l ¥ o - sq.ft. lot
m\\;‘*g‘,ﬁ or @ ! l - floors
@vﬁ"’-@*w - - year built
v 5 - Yyear renovated
0 1 2 3 4 5 6 7 8 - waterfront

# of features
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e
Visualizing greedy algorithm

Nofice... it is suboptimal .
Adding next best thing, fit is nested now.

- # bedrooms
.
| - sq.ft. living :

- sqg.ft. lot
- floors

)
O eED @

-
S i ®

RSS(

@ o0 G
©
P 00

0 1 2 3 4 5 6 /7 8

- waterfront

# of features
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v - . N
Visualizing greedy algorithm

error never increases
: +
solutions eventually meet

)

S # bedrooms

# bathrooms
sq.ft. living
sq.ft. lot

floors

year built

year renovated

waterfront

RSS(

# of features
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When do we stop?

When training error is low enough?

When test error is low enough?

No!

Use validation set or cross validation!
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Complexity of forward stepwise

How many models were evaluated?

- Iststep, D models

- 2"dstep, D-1 models (add 1 feature out of D-1 possible)
- 3dstep, D-2 models (add 1 feature out of D-2 possible)

How many steps?
- Depends

O(D?) << 2P

for large D

- At most D steps (to full model)
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e
Other greedy algorithms

Instead of starting from simple model
and always growing...

Backward stepwise:

Start with full model and iteratively remove
features least useful to fit

Combining forward and backward steps:

In forward algorithm, insert steps to remove
features no longer as important

Lots of other variants, too.

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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4 N
Using regularisation for features selection

Instead of searching over a discrete set of
solutions, can we use reqularization?
- Start with full model (all possible features)

- "Shrink” some coefficients exactly to O
* |.e., knock out certain features

- Non-zero coefficients indicate “selected” features
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Thresholding ridge coefficients?

Why don't we just set small ridge coefficients to 07

° o« o & N O @ & O 6 &
OO((\ N RO NS S L M & @ &°
O T e P O & O e
%\O %‘O 5 'as =) OC)
\BB \'ac: C
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Thresholding ridge coefficients?

Selected features for a given threshold value

S S S AL O X S X
& N OO F N g (o «© W& (o
K N\ Q S > R
&o N © RO A\ o2 O & L7 @ c;(\o &
N N AMRC P &0 £ ?
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Thresholding ridge coefficients?

Let’s look at two related features...

Nothing measuring bathrooms was included!

@ Prof. Elzbieta Richter-Was
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Thresholding ridge coefficients?

If only one of the features had been included...

S < e : <
OO ((\‘: DO{(\- \l‘&\g Q\.\D ;‘:\D © 9 \}Q\ q‘?}- o Q‘\\G CJO:'{Q- ﬁ“;}(\q #&O‘(\
( ) W \Y %
Ot & L\ RN 2N S 2
o __ F}’ET" e ° N "-E’{\ ‘:’é\ O "'ﬂ?}
Remembper.

this is linear model. If we assume that #showers = #bathrooms and remove one of them
from the model, coefficients will sum up.
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Thresholding ridge coefficients?

Would have included bathrooms in selected model

Can reqgularization lead directly to sparsity?

@ Prof. Elzbieta Richter-Was
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e
Try this cost instead of ridge ...

Total cost =
measure of fit + A measure of magnitude

| WT'CJOGfﬁOeﬂtS
RSS(W) , '

[[wlli=Iwol+...+|wp]
LN

: Leads to
Lasso regression sparse

(a.k.a. L, reqularized regression) gEeUsN
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Lasso regression

Just like ridge regression, solution is
governed by a continuous parameter A

RSS(w) + AJwll,
|f A=O: ﬁllm:‘- a)m (unrzaulo-ri%a;\ Sa'*t‘uon) |

f A=oor 0= 0

f\in between: ¢ 2]l £ W°],

@ Prof. Elzbieta Richter-Was

N tuning parameter = balance of fit and sparsity
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e
Coefficient path: ridge

@ Prof. Elzbieta Richter-Was
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Coefficient path: lasso

@ Prof. Elzbieta Richter-Was
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e
Visualising ridge cost in 2D

T 265 (W) = 5%

U’“‘*"

1 " wonstz 7
@L\»wmb .
— '

gt > u)tf‘} ¥ oSS tuUMS = cangtant

L piN\®

7 Gesures Gor yiswalizodion sake

hO(xi)_Wlhl(xi))Z + A (W02+W12)
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Visualising ridge cost in 2D

L2 penalty

el
cirel\e

We+ W = Constant

RSS(W) + MW = D (y-wohgx)-w;hy(x))2 +

1=1

@ Prof. Elzbieta Richter-Was
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Visualising ridge cost in 2D

ﬂf o %f!MFIC A un.':u.Q,}

e bp.lancz Lbhﬂur\
e and  lwlls

~10
=10

RSS(w)

2
+ Allwll3

=Z(yi—woh0(x,) wqh,(x ))2 + A (W02+W1 )
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Visualising lasso cost in 2D

ReS contours Sor
losso are exactly

10+ || i
A ] he same &3 |
. those Cor ":‘1‘32"

s
N
RSS(W) + Al =| > (yi-wihg ) -wihy 6)) 2|+ A ([wy | +]w,])
1=1

R ————————————————————
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Visualising lasso cost in 2D

RSS(W) + Mwll, = ¥ (yi-wohge)-w,hy060)2 + N (jwel+w,])

=1
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Visualising lasso cost in 2D

10

for o Sf"‘;c:c’ value of ,\/

Y

1%

RSS(w) + Allwl|, =
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We are gefting sparce solution,

the W= 0
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How we optimise for objective

To solve for w, previously took gradient
of total cost objective and either:
1) Derived closed-form solution

2) Used in gradient descent algorithm

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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Optimise for [asso objective

Lasso total cost: RSS(w) + ?\HWH1

2 \uJ;
Issues: v

1) What's the derivative of |w[?

;)
Apineit 3 — o/ ‘f"“'
.ﬁ\ ‘d’p\'u'
A0 —~ge i 1 0 y
v gradients = subgradients

2) Even if we could compute derivative, no closed-form solution

can use subgradient descent
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Coordinate descent

Goal: Minimize some function g
Oz 4w, ..., Wo)

m‘i,n 5&»)

\,,W‘ w 2;"-‘&

Often, hard to find minimum for all coordinates, but easy for each coordinate

Coordinate descent:

Initialize w = 0 (or smartly...)

Lo
while not converged \\,‘.\o'f,.,roﬁ,x\oﬂf’
pick a coordinate | m
W < mu"l 3[0‘0’ W A, W, w o, - ’\\ID)

ﬁ\ﬁr o N 3@. Lord inate.
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4 ™
Comments on coordinate descent

How do we pick next coordinate?

- Atrandom (“random” or “stochastic” coordinate descent),
round robin, ...

No stepsize to choose!

Super useful approach for many problems

- Converges to optimum in some cases
(e.g., “strongly convex”)

- Converges for lasso objective
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4 . N
Normalizing features

Q: '\, ’L
<<Q;b e:a {(e’b <<®%'
Normalizing features
Scale training columns (not rowsl!)
as: Normsl
. orma 1Zer:
ﬁj()(k) — M
\/Zhj(xi)
Apply same training scale factors
to test data:
( h Normallzer
X;)
= 1-
aond \/ Srooe (S

9/10,16/10,23/10 2024/

.




Optimising least squares objective

One coordinate at a time

: JLR
: -’L' e no&u’ﬂ'

Fix all coordinates w_jand take partial w.r.t. w; «
‘[_/ML\\ Nv."ﬂ’ ket |

9 1§ ooy mrbivet
- RSSw) = -2Zh 0y - ZthJ )
= __2213[;)(\" th\gu(&)"‘b“b(x)) K—-—-"‘!d‘s;;'ﬂm‘;was,
= ..12!1,0:\)(1]‘ ms) w-w (::01 =!
N |

Ps
= --'ZPU' r2 h
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Optimising least squares objective

[ ] [ )
N ~nnnswdisnAatao AF A F13an

Set partial = O and solve

0
m RSS(w) = _/Z(Ej +/éwj =0
W= P
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Coordinate descent for least squares

regression

Initialize w = O (or smartly...)
while not converged |
forj=0,1,...D by o

without feature |
N |

compute:  p; = Zhj(xi)’(yi = }”/i(\l“v-ji)
i—1 1

ser Wj = pj prediction

r\ without feature |

Measure of the correlation between W,
and the residual without this feature.

@ Prof. Elzbieta Richter-Was
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How to access convergence

Initialize w = 0 (or smartly...)

| while not converged |

forj=0,1,...D

compute:

set: WJ- =

@ Prof. Elzbieta Richter-Was
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Zh ~ W)

p'j + A\/2 if p;<-\/2
0 if p;in [-A/2, /2]
- N2 if p; > A\/2
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4 .
Soft thresholding
(p+ N2 ifp<-N/2
W, == 0 if p;in [-A/2, A/2]
P — AN/2 if p; > A/2

@ Prof. Elzbieta Richter-Was
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e

Convergence criteria

When to stop?

For convex problems, will
start to take smaller and
smaller steps

Measure size of steps
taken in a full loop over
all features

- stop when max step < €

188 Prof. Elzbieta Richter-Was
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Other lasso solvers

Classically: Least angle regression (LARS) [Efron et al. '04]

Then: Coordinate descent algorithm
[Fu ‘98, Friedman, Hastie, & Tibshirani ‘08|

Now:

« Parallel CD (e.qg., Shotgun, [Bradley et al. ‘11])
» Other parallel learning approaches for linear models

- Parallel stochastic gradient descent (SGD) (e.g., Hogwild! [Niu et al. "11])
- Parallel independent solutions then averaging [Zhang et al. "12]

* Alternating directions method of multipliers (ADMM) [Boyd et al. '11]
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How do we chose A

If sufficient amount of data...

Training set

A
fit W,

Validation Test

set

T

test performance
of W, to select A

set

A

assess
generalization
error of W,

@ Prof. Elzbieta Richter-Was
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How do we chose A

K-fold cross validation

W, ) errors(A)
For k=1,...,K

1. Estimate W, on the training blocks
2. Compute error on validation block: error (A)

K
Compute average error: CV(A) =% Y " error, (N

@ Prof. Elzbieta Richter-Was
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How do we chose A

Choosing A via cross validation

Cross validation is choosing the A that
provides best predictive accuracy

Tends to favor less sparse solutions, and
thus smaller A, than optimal choice for
feature selection

c.f., "Machine Learning: A Probabilistic Perspective”,
Murphy, 2012 for further discussion

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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Impact of feature selection and lasso

Lasso has changed machine learning,
statistics, & electrical engineering

But, for feature selection in general, be careful
about interpreting selected features

- selection only considers features included

- sensitive to correlations between features

- result depends on algorithm used

- there are theoretical guarantees for lasso under
certain conditions

@ Prof. Elzbieta Richter-Was 15/10,22/10,29/10 2026
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What you can do now

» Perform feature selection using “all subsets” and "forward
stepwise” algorithms

» Analyze computational costs of these algorithms
- Contrast greedy and optimal algorithms
» Formulate lasso objective

« Describe what happens to estimated lasso coefficients as
tuning parameter A is varied

* Interpret lasso coefficient path plot
- Contrast ridge and lasso regression
« Describe geometrically why L1 penalty leads to sparsity

- Estimate lasso regression parameters using an iterative
coordinate descent algorithm

* Implement K-fold cross validation to select lasso tuning
parameter A
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NONPARAMETRIC

REGRESSION
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e
Fit globaly vs fit locally

Parametric models

price (S)
price (S)

Y4 Y1
®
%
o
"]
7 Y 2
— @ @ @
3 Ty Y
(‘_) P =
o L) o
°s
@®
sq.ft. X sq.ft. X

><"

sq.ft.

@ Prof. Elzbieta Richter-Was

sq.ft.

XW

h

Below ...
1(x) is not really
a polynomial function

Jinear constant

quadratic

sq.ft. X
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What alternative do we have?

If we:

- Want to allow flexibility in f(x) having
local structure

— Don't want to infer “structural breaks”

What's a simple option we have?
- Assuming we have plenty of data...
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™
Nearest Neighbor & Kernel Regression

(nonparametric approach)

YA Simple implementation, flexibility increases as we have more data)
—_—— --:.,{Sg‘l K\S\G’D‘{\&
) o SR
) - A (@S
O 2 &
- S
o o / Hlere, thés is the
o closest datapoint
i —@ . P
LES I :
TLE I [
: ]
1
. T T >
house size X
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Fit locally to each data point

Predicted value = "closest” v,

1 nearest neighbor
Y (1-NN)

regression
— A e -
O Ne o
L LS RSN
O e ‘w (
a S o Here, this is
‘\ L e the closest
Lo &:$ datapoint
ey
Lo O
&g

>

sq.ft. X
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e
What people do naturally...

Real estate agent assesses value by
finding sale of most similar house

@ Prof. Elzbieta Richter-Was
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1-NN regression more formally

Dataset of @,S) pairs: (X;,¥q), 06,Y5),. (X.Yn)
Query point: X, « 4= §7

wih (M | owt
1. Find "closest” x, in dataset

XNN — ml‘f) di&l:mce.(x;)xi) %

Transition point

e .
v 21 ¢ o
. — o & N7
2. Pred ICt 8 \}iasz(’%@c\ &@ o
A - O B | & -
Y Q ‘\qu . . tﬂgglct)ggslts
9 N Awquc « M Q?ggg . datapoint
¢ N
Y ‘\%?‘ 'T -
Sd. t x,{w hou&u X
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Visualizing 1-NN in multiple dimensions

(2N
- Voronoi tesselation
(or diagram):

' T - Xy cUser o X,
s s I
S0 ke0nS IS
N ALY containing 1 datapoint
/- % - Defined such that any

X in region is “closest”
to region’s datapoint

Don't explicitly form!
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: Distance metrics: Notion of ,closest”

In 1D, just Euclidean distance:

dlstance(xj,xq) = Ixj—qu

In multiple dimensions:
- can define many interesting distance functions

- most straightforwardly, might want to weight
different dimensions differently
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e
Weighting housing inputs

Some inputs are more relevant than others

@ Prof. Elzbieta Richter-Was

# bedrooms
# bathrooms
sq.ft. living
sq.ft. lot

floors

year built

year renovated
waterfront
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Scaled Euclidan distance

Formally, this is achieved via

distance(xj, xq) =

Vaig[l-x,[1)2 + .. + a(x[d]-x,[d])?

welight on each input
(defining relative importance)

Other example distance metrics:

— Mahalanobis, rank-based, correlation-based,

cosine similarity, Manhattan, Hamming, ...

@ Prof. Elzbieta Richter-Was
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Different distance metrics

Euclidean distance Manhattan distance

-
@ Prof. Elzbieta Richter-Was
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e

Performing 1-NN search

» Specify: Distance metric
* Output: Most similar house

@ Prof. Elzbieta Richter-Was
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4 .
1-NN algorithm

closest house
Initialize Dist2NN = oo, # = @

For i:1f2 _____ N - que&\house
Compute: 0 = distance(ﬁi,ﬁq) '

If © < Dist2NN

set  #%

set Dist2ZNN = 0
Return most similar house ﬁ/

closest house
to query house

i
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4 _ .
1-NN in practice

14

1.2

08

0.6

0.4

0.2

Nearest Neighbors Kernel (K = 1)
T T T

Nearest Neighbors Kernel (K= 1) T4
T T T

function

121 b

I-NN fit | i

Not great at interpolating

Fit looks good for data over large regions...

dense in x and low noise

1 1 1 1
04 05 0.6 0.7 0.8 09 1
Nearest Neighbors Kemel (K = 1)
T T T

Fits can look quite wild...
Overfitting?

I-NN sensitive to noise in the data
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e

Get more ,,comps”

More reliable estimate if you base estimate

off of a larger set of comparable

NOomes

@ Prof. Elzbieta Richter-Was

g.‘\ $ = 850k

15/10,22/10,29/10 2026

/




K-NN regression more formally

Query point: x,

1. Find k closest x: in dataset

(erHXNN: XNNL) 'su.bln -Uf\ﬁ-'\'. &-r MY )Lk nek 1n nearest h-l-tqlnl:af ‘5&

d‘stw\u“«, QD 7 ds%mmcxhuu; Xq’)

2. Predict
:ha;. '\E (Yw‘-i'\'ﬂﬂ‘,*--*"' YNH‘)

| X Y
et [\
k‘ 69\ |
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K-NN more formally

* Specify: Distance metric S g
* Output: Most similar houses g‘h)
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4 .
K-NN algorithm

sort first k houses
by distance to query house

Initialize Dist2kNN = sort(d,,...,0,) < list of sorted distances
= SO@ _____ ﬁl @ <— list of sorted houses
FOI’ I_k+1 N « query house

Compute O = dlstance(ﬁ, ﬁ
If & < Dist2kNN|K]
find j such that O > Dist2kNNJ[j-1] but d < Dist2kNNIj]
remove furthest house and shift queue:
[+ 4 - kil
(e Dist2kNN[j+1:k] = Dist2kKNN|[j:k-1]
“ " XetDist2kNN[] =5 and = @&

e

Return k most similar houses @i« closesthouses o, ding dio, o

to query house
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4 _ .
K-NN In practice

Nearest Neighbors Kernel (K = 30)

Much more reasonable fit

INn the presence of noise

All k-NN for
a specific
red point

Boundary & sparse region
Issues
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4 _ .
K-NN In practice

Mearest Neighbors Kernel (K = 30)

15 O

@

T T
O

Discontinuities!
Neighbor either in or out
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Issues with discontinuities

Overall predictive accuracy might be okay,

but...

For example, in housing application:

- |If you are a buyer or seller, this matters

- Can be a jJump In estimated value of house going just

from 2640 sqg.ft. to 2641 sq.ft.
- Don't really believe this type of fit

@ Prof. Elzbieta Richter-Was
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e
Weighted k-NN

Weigh more similar houses more than

those less similar in list of k-NN

welghts on NN

Predict:

—
CaNNLYNNT T CannzYNn2 T ConnzYnns T T ConnkY NNk

Yq
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j=1
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How to define weights

Want weight c; to be small when
distance(xyy;. X,) large

and C,; to be large when
distance(xy;.X,) small

‘Sim?\e. meidn od *
\

C . -
g NV = d;i,.lr..,q,(xj,xq)
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4 | ™
Kernel weights for d=1

. _ . B simple
Define: coyni = Kernel, ([xyy;=x4l)

— Uniform

Lo —menge 1 Gaussian kernel:
—E5T] Kemebibon) -
Cosine exp(_(xi_xq)z/)\)

1 : - 1/ Note: never exactly 0!
0.4 /
0.2 / \

Kernel drives how the weights
0-0 ) . . l '. will decay, if at all, as a function

_ A O A of the distance.
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4 .
Kernel regression Nadaraya-Watson

kernel weighted average

Instead of just weighting NN, weight all points

Predict: weight on each datapoint
N / N
; Co, X; Kernel, (distance(x;,X,)) * y;
yq - N - X
Zcqi ZKernel)\(distance(xi,xq))
i=1 i=1
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Epanechnikov Kernel (lambda = 0.2)

Kernel regression in practice

1.5

O

0.5

]

Kernel has bounded
support..Only subset
of data needed to
compute local fit

@ Prof. Elzbieta Richter-Was

I
0.4
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0.6

I
0.7
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e
Choice of bandwith A

Often, choice of kernel matters
much less than choice of A

@ Prof. Elzbieta Richter-Was

W e
o D‘FP k<
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0 -
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o a o
Boxcar o
kernel
. ‘ . . . . . . ; o
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e
Choosing A (or k on k-NN)

How to choose? Same story as always...

Cross Validation

@ Prof. Elzbieta Richter-Was
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Contrasting with global average

A globally constant fit weights all points equally

@ Prof. Elzbieta Richter-Was

N
=1

'4
CYi

3

1=1

equal weight on each datapoint

Boxcar Kemel (lambda =1)
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Contrasting with global average

Boorar Kemel (lambda = 0.2

Kernel regression leads to locally constant ﬁt

- slowly add in some points and
and let others gradually die off

Z Kernel, (distance(x; X)) *

Yg ==
ZKernel;\(distance(xi,xq))
i=1

A
@ Prof. Elzbieta Richter-Was
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Local linear regression

locally at each point
- "locally weighted averages”

at each point

@ Prof. Elzbieta Richter-Was

So far, discussed fitting constant function

Can instead fit a line or polynomial locally

- "locally weighted linear regression”
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e
Local regression rules of thumb

- Local linear fit reduces bias at boundaries with minimum
INncrease In variance

- Local quadratic fit doesn't help at boundaries and increases
variance, but does help capture curvature in the interior

- With sufficient data, local polynomials of odd degree
dominate those of even degree

Recommended default choice:
local linear regression
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4 _ N
Nonparametric approaches

k-NN and kernel regression are examples
of nonparametric regression

General goals of nonparametrics:
- Flexibility
- Make few assumptions about f(x)
- Complexity can grow with the number of observations N

Lots of other choices:

- Splines, trees, locally weighted structured regression models...
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e
Limiting behaviour of NN

@

Noiseless setting (g,=0)

IN the limit of getting an infinite amount of
noiseless data, the MSE of 1-NN fit goes to O

bhos yypr et
A"

' \j,&;f_, =

3

Y‘E E Model complexity Y‘L f
5 - x
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e
Limiting behaviour of NN

Noiseless setting (g,=0)

INn the limit of getting an infinite amount of
Nnoiseless data, the MSE of 1-NN fit goes to O

1ef

o

u o .
I2 l:'.l3 l:'.l4 Q.IE l:'.IE U.I? C'.IH I]:E 1 o 0.1 C':E 0:3 l:l:-i- l:l,l5 CI,IE IJ.I? l:l,IH I.'I‘IE 1
1-NN fit / Quadratic fit

Not true for parametric models!
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/~ ™
Error vs amount of data

aFor a Fi)(&a model wmg\bé‘ly

e

l(‘/ n"‘.}\“?“%m‘*-" @ — e
& 'ﬁ'.::;é:’f'{:n@ ol

¥ k)

l eqcof

Error

&r“’ﬁw fm F“?}?é Q"\“ﬁ posonaldy well

# data pomts N e
training set
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e
Limiting behaviour of NN

Noisy data setting

In the limit of getting an infinite amount of data,
the MSE of NN fit goes to O If k grows, too

1-NN fit 200-NN fit Quadratic fit
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Issues: NN and kernel methods

NN and kernel methods work well when the data
cover the space, but...

- the more dimensions d you have, the more
points N you need to cover the space

- need N = Olexp(d)) data points for good performance

This is where parametric models become useful...
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e
Issues: Complexity of NN search

Naive approach: Brute force search
- Given a query point x,
- Scan through each point x;,x,..., Xy
- O(N) distance computations per 1-NN query!
- O(Nlogk) per k-NN query!

What if N is huge???
(and many queries)

Will talk more about efficient methods in
Clustering & Retrieval course
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We you should be able to do now

Motivate the use of nearest neighbor (NN) regression

Define distance metrics in 1D and multiple dimensions

Perform NN and k-NN regression

Analyze computational costs of these algorithms

Discuss sensitivity of NN to lack of data, dimensionality, and noise
Perform weighted k-NN and define weights using a kernel

Define and implement kernel regression

Describe the effect of varying the kernel bandwidth A or # of
nearest neighbors k

Select A or k using cross validation
Compare and contrast kernel regression with a global average fit

Define what makes an approach nonparametric and why NN and
kernel regression are considered nonparametric methods

Analyze the limiting behavior of NN regression
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Summarising

Algorithms

Concepts

@ Prof. Elzbieta Richter-Was

Linear regression
Reqgularization: Ridge (L2), Lasso (L1)
Nearest neighbor and kernel regression

Gradient descent
Coordinate descent

Loss functions, bias-variance tradeoff,
cross-validation, sparsity, overfitting,
model selection, feature selection
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