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What is retrieval?

Search for related items

Nearest

Neighbor

Input x,{x}: T

features for Compute

query point  distances to
other x’

features of
all other datanoints

Output xNN:
‘nearest” point or
set of points to query
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What is retrieval?

Retrieve "nearest neighbor” article

Space of all articles,
organized by similarity of text

e [ e——— e

query article

|

E———
nearest neighbor
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What is retrieval?

Or set of nearest neighbors

Space of all articles,
organized by similarity of text

query article

set of nearest neighbors
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Retrieval applications

Just about everything...

Products

Streaming content: Social networks

Songs . :

M - News articles (people you might want
ovies = P . .  toconnect with)

TV shows |NEWS= 15 Npwszse 5 A

I

||l'||ll’llc,..;

i PO
1
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What is clustering?

Discover groups of similar inputs

Input {x}:
features for

A Separate
pomts 1N

dataset plolin.ts Into Output {z}:
disjoint sets cluster labels per

datapoint
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Clustring applications

Clustering documents by “topic”

Intelligence
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Clustering applications

Clustering images

For search, group as:
— Ocean

— Pink flower ®
- Dog

— Sunset

— Clouds
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Impact of retrieval & clustering

* Foundational ideas

 Lots of iInformation can be extracted using these tools
(exploring user interests and interpretable structure
relating groups of users based on observed behavior)
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Nearest
neighbors

— KD-trees

—  Clustering

Mixture of
Gaussians

Latent Dirichlet
allocation

Overwiew of content

-

L%

-

Locality sensitive
hashing

k-means

MapReduce

Expectation
Maximization

L.

Gibbs sampling

L

Distance metrics

algorithms

Approximation

Unsupervised
learning

Probabilistic
modeling

Data parallel
problems

Bayesian
inference
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Retrieval

aS

k-nearest neighbor search
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1-NN search for retrieval

Space of all articles,
organized by similarity of text

query article
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1-NN search for retrieval

Compute distances to all docs

Space of all articles,
organized by similarity of text

= i
guery a rticle
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1-NN search for retrieval

Retrieve "nearest neighbor”

Space of all articles,

organized by similarity of text

e | | =

™ ]

nearest neighbor

query article
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1-NN search for retrieval

Or set of nearest neighbors

Space of all articles,
organized by similarity of text

=, - ~ | _query article

set of nearest neighbors
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4 .
1-NN algorithm

1 — Nearest neighbor

* Input: Query article | |: X,

Corpus of documents

lblllllblli_xllxzr~

* Output: Most similar article

Formally: W% 2 min distance (Xq, %)
xa

(N docs)
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4 .
1-NN algorithm

closest document

Initialize Dist2NN = oo, %: %

Fori=12,...N P45
Compute: d = distance( | b l )
If 6 < DlStZNN ) 13 document|

from corpus

set {%: ,
set Dist2NN =0 o
Return most similar document [ﬁ] ™

closest documentin 7
corpus to query article
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4 .
K-NN algorithm

+ Input: Query article | |: Xq
Corpus of documents

)5 25 58y ) . e

o XN

* Qutput: List of k similar articles

Formally:

i N"" R . Z
for o\ X4 nok_\o X J Asmu(x‘\, X‘D

.8 50 .

Moy Svskan ce ( xw'j/ "q)

X“"j. 54“#
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4 .
K-NN algorithm

sort first k documents
by distance to query doc

|ﬂitialize DiStZB_NN = SOFt(al,...,E)k) «— list of sorted distances

=-’t( . J_Jl ) J_’k <— list of sorted docs

For i=k+1,...,N «— Query doc

Compute: d = distance( J_,, , %‘ﬁ% )

If & < DiSt2KNNIK] < distance & Ko N CFurthope NN in 5et)
find j such that O > Dist2kKNN|j-1] but © < Dist2kNN(j]
remove furthest house and shift queue:

o - o

Dlst2kNN[j+1 k] = Dist2kKNN/j:k-1]

Set Dist2kNN[j] = & and [jilfii] = J-;, closest k docs

to query doc
Return k most similar articles - .
SN .l
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Critical elements of NN search

ltem (e.qg., doc) representation
X, € |

Measure of distance between items:
0 = distance(x;, X,)
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Document representation

Bag of words model

- Ignore order of words

- Count # of instances of
each word in vocabulary

2] || | [2 2 | "Ca?los calls the sport futbol”.
Emily calls the sport soccer.
VV‘, W (;@\\\\ fo"\\', 4,(‘ Vé"\ e
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Document representation

Issues with word counts —
Rare words

Common words in doc: "the”, "player”, "field”, "goal”

Dominate rare words like: “futbol”, "MessI”
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Document representation

TF-IDF document representation

Emphasizes important words

- Appears frequently in document (common locally)

7

Term frequency = l: word counts

— Appears rarely in corpus (rare globally)

# does ]
1 4+ # docs using word

€

Inverse doc freq. = [log

iLAS S
L I

M AR g Z;-.' o il )

L fu R T T R

T T R T ) AR

PR L
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Document representation

TF-IDF document representation

Emphasizes important words

- Appears frequently in document (common locally)

Term frequency = [ word count

— Appears rarely in corpus (rare globally)
# docs —
1 + # does using word-\

Inverse doc freq. = [hlg

Trade off: local frequency vs. global rarity tf * idf
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Distance metrics:

Distance metrics:
Defining notion of “closest”

In 1D, just Euclidean distance:

distance(x;x,) = [x;-X4|

INn Multiple dimensions:
- can define many interesting distance functions

- most straightforwardly, might want to weight
different dimensions differently

(-
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Distance metrics:

Weighting different features

Reasons:
- Some features are more relevant than others

/..\.'I\FH\

# bedrooms
# bathrooms
sq.ft. living
sq.ft. lot
floors

year built

year renovated
waterfront
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Distance metrics:

Weighting different features

Reasons:
- Some features are more relevant than others

title
abstract
main body
conclusion
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Distance metrics:

Weighting different features

Reasons:

— Some features are more relevant than others
— Some features vary more than others

Feature 2

Small changes

® :9 matter more SpeCIfy Weights
® oot ” as a function of
@ @
See Big changes feature spread
P ggge matter less
¢ 000 For feature j:
0 ® % '
o *% 1
@ =]
Feature 1 g maxi(xi[j])—mini(xi[j])
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Distance metrics:

Scaled Euclidean distance

Formally, this is achieved via

distance(x;, x,) =

\/31(Xi[1]-xq[1])2 + ... "‘jd(xi[d]-)(q[d])z

weight on each feature
(defining relative importance)
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Distance metrics:

Effect of binary weights

distance(x; x,) =
vV a1(Xi[11-%g[11)2 + ... + ag(xild]-x4[d])3

Setting weights as O or 1

Is equivalent to ] .
feature selection Feature engineering/

selection is
important, but hard
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Distance metrics:

(hon-scaled) Euclidean distance

Defined in terms of inner product

distance(x; x.) = \/(xi—xq)T(xi—xq)
(R111-%,[11)2 + ... + (x,[d]-x4[d])2

i Kag,

— “~ % -Xq
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Distance metrics:

Defined in terms of inner product

distance(x;, x,) = \/(xi—xq)T(xi—xq) &
1%, [11)2 + .. + (x;[d]-x[d])?

™

distance? =

.-—.w

X

2

;_'_xfi G146
REARRAN

[T o T

™ x;DJ-‘KiﬂJ )

(non-scaled) Euclidean distance

take

q.rt.
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Distance metrics:

Scaled Euclidean distance

Defined in terms of inner product

distance(x; x,) = J(xi—xq)Tiﬂ!\(xi—xq)

ayXi[11-%,[11)2 + ... + agxid]-x,[d])?

v 3~ (i
: 1 —
distance? = | 5, -
d -
RO QN 5 -
— ) b“
\ jr_q[g,m‘ﬂg
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Distance metrics:

Another natural inner product measure

Similarity
=X,'X,

d
3/0/0/0/2/0/0/1]0/1]olofo] 2X0IXl!
= 13

f_ . A‘,,A,' A.’A;v' 9 3 = CIA
== = E oy
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Distance metrics:

0{0(5/3(0]|0

1

0

0

0

0

Similarity

__-—)zo

1/0/0{0/9(0

0

0

0

6

Another natural inner product measure
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Distance metrics

Cosine similarity — normalize

d
Similarity = _El-[j] X[ o
J= = %\\\p{\a
' 1 Z(x [J])2 -:‘0‘%&
_ - ~q o A
- Not a proper =1 /
distance o
metric _ - COS(B) g
e — +—
- Efficient to ’ E
compute for |X- ”Xdl |
sparse vecs : jr ()64' Gt e ©
= 2 cnt L
(I!.-,H I[lel N//’//' Feature 1
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Distance metrics

Normalize

& - X; \
/ (12 + 52 + 52 + ‘|2) — “)(du = 3

1 53 1
// 000/ / 00/ 0000
6 66 6
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Distance metrics

Cosine similarity

' A ?
U Ve :
v S > 'f‘ .
cos(@)= | (os (&) = 0 eos(0)> -
In general, -\ <similarity < |
For positive features (like tf-idf) oM
0 <similarity < " oo

Define distance = 1-similarity
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Distance metrics

To normalize or not?
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N . N
Distance metrics

In the normalized case

= —
SEESENLIS SemeSan AT

et e e e

—— - B e o
} . e m e da s a—

P it

8 4

Similarity
=13/24
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Distance metrics

But not always desired...

short tweet

long document long document

o

Normalizing can

make dissimilar

objects appear
more similar

Common
compromise:
Just cap maximum
word counts
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Distance metrics

Other distance metrics

- Mahalanobis

- rank-based

— correlation-based
- Manhattan

— Jaccard

- Hamming
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Combining distance metrics

Example of document features:

1. Text of document
- Distance metric: Cosine similarity

2. # of reads of doc
— Distance metric: Euclidean distance

Add together with user-specified weights
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Scaling up k-NN search

by storing data in a KD-tree




Complexity of brute-force search

Given a query point, scan through each point

- O(N) distance computations per 1-NN query!
- O(Nlogk) per k-NN query!

|

S el It if N is huge???

(and many queries)
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KD-trees

Structured organization of documents

- Recursively partitions points P .
Into axis aligned boxes. _:J_
Enables more efficient e |
pruning of search space P

Works “well” in "low-medium” dimensions
- We'll get back to this...

(-
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e
KD-trees

KD-tree construction

®e ® . Start with a list of
v % d-dimensional points.
@
T . . . 1 0.0 0.00
R 2 100 431
oo’ ° 3 0.13 2.85
.. .. L
— Y oo
Combnrn| f Cest- ! camt. T 3
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e
KD-trees

KD-tree construction

<« 0S8 —>

X205

xh)>0.6

Split points into 2 groups

Split dimension

Split value
NO/ES

N
--- ---

0.00 0.00 1.00 431
3 0.13 2.85
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e
KD-trees

KD-tree construction

8 Recurse on each group
4
N separatel
¥ P y Split dim 1
o Split value 2
v g
E}'? split dim2_ NO \YES
Split value 2 @ ---
100 431
NO ES
015 2.85 0.00 0.00
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e
KD-trees

KD-tree construction

.:J.
[ ]
e ¢ o
T *
.C . L ] o
os”, o
.. .. ]
: . . saxisfty all
Continue splitting points at each set Cord: trons dowon
- Creates a binary tree structure t:t;f"fu?

Each leaf node contains a list of points

3/12,10/12 2026

/




e
KD-trees

KD-tree construction

W L j*%% d/g}\b

Ytore:
\. opl:
2-5p

SHEH &

Keep one additional piece of info at each node:

¥~ The (tight) bounds of points at or below node

(-

ok Jﬂu
it value

3. bowulﬂ box

in-‘-

imn.l\ as P"“‘u‘—

while tontaining
pes
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e
KD-trees

KD-tree construction choices

Use heuristics to make splitting decisions:

- Which dimension do we split along?
quA&S-E {or gh\kn.rnwl::c,)

— Which value do we split at?

MI.A * {-ﬂ ;gnw:nj fﬁtﬁ n  box ))

- When do we stop?

Cewer than m pts left
or

——

box  hitd  mini mum W;&dﬁ
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e
KD-trees

Many heuristics...

=

g
il

U T o 353

& ‘ 55—

T =

——L i

e — 2|

. H—
I 4 -awﬂfL %%i

BRI

RN

median heuristic

(-

center-of-range

heuristic
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Nearest neighbor with KD-trees

R FANVAN
. ‘e . S \Ocs’ db\bo’ d/b\b d/cs”bb

Traverse tree looking for nearest neighbor to query point
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Nearest neighbor with KD-trees

® . ® 1‘3705
. .- .. !% /O \2,55
e @ e O
1 " / X) o'/ \o
" e d’}a d’% b &D»
N v B Ty
05

1. Start by exploring leaf node containing query point

©
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Nearest neighbor with KD-trees

. o ° . !(:"T?V
oo o o’ . C/ < \/ \“\,}::
 Ba— c o

Lo s }’ofd%bfb\b (‘?’b

1. Start by exploring leaf hode containing query point
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Nearest neighbor with KD-trees

(-

/
\o
-

o\
o
@/
o

o/Q‘o/

} H .. ‘é

1. Start by exploring leaf hode containing query point
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Nearest neighbor with KD-trees

(-

l.l e ... 8 O
o= e

e IR VNN
Lo L RANAYER

1. Start by exploring leaf node containing query point
2. Compute distance to each other point at leaf node
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Nearest neighbor with KD-trees

Does nearest neighbor have to live at

e _~ leaf node containing query point?
| distenat 0 O
N Qound so (or
°e o O/ \O
e &é ;Ob o’o\.{ 5%
.. '.'°: T . S8 dY

1. Start by exploring leaf node containing query point
2. Compute distance to each other point at leaf node
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Nearest neighbor with KD-trees

(-

Update distance bound when new

~ nearest neighbor is found

1. Start by exploring leaf node containing query point
2. Compute distance to each other point at leaf node

3. Backtrack and try other branch at each node visited
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Nearest neighbor with KD-trees

ol 5 ]/“X‘ﬁﬁf:{;’?ﬁé’j

e T N\
Lo mee A A
1 e L SRARAY

K\

°H

Use distance bound and bounding box of each node to
prune parts of tree that cannot include nearest neighbor

(-
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Nearest neighbor with KD-trees

TET fé;;a

Use distance bound and bounding box of each node to
prune parts of tree that cannot include nearest neighbor
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Nearest neighbor with KD-trees

Use distance bound and bounding box of each node to
prune parts of tree that cannot include nearest neighbor

(-
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Nearest neighbor with KD-trees

Complexity AR,

For (nearly) balanced, binary trees...

* Construction
_ Gjze: 2N—| nodes i€ | detept ax ench leaf — OCND

- Depth: Q{104 WD
— Construction time: O(W \ug N

 1-NN query
— Traverse down tree to starting point: DUDgu)

- Complexity range: 0(105 V)— OC(ND

Under some assumptions on distribution of points,
we get O(logN) but exponential in d
————’______-—_===~____.

~ Median + send points left right: O (N) ot every level of the tree

- Maximum backtrack and traverse: O(N) ‘n worst case
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Nearest neighbor with KD-trees

Complexity

T F | /%G/Li =2 _
S [T

—o—t{n |
(] O_O oo—

1 e —
[l N

ey
(]
o
c| © o o <
o (]
[+]
I —— x‘\-\..__\___ 1 o
Iy [+]
(n]
o)

o

pruned many pruned few
(closer to O(log N) ) (closer to O(N) )

©
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Complexity for N queries

* Ask for nearest neighbor to each doc
N qu,u"u.s
* Brute force 1-NN:
O(\)
* kd-trees:
O(NVea Wy —» O (N*)
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Complexity for N queries

Inspections vs. N and d

- NS
) " | exp(d) trend

w )
C|® -
ol | O
0 | I
| 300
al* || log(N) trend o
Sl= S |
H |» |'| H
| 100
f
|
13 iﬁ
N d X;eﬁl-
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e
K-NN with KD-trees

distance to 2" nearest neighbor
in 2-NN example

N

/‘-”\’\z O/I%a%

o ofilke

c{‘b

Exactly same algorithm, but maintain distance to
furthest of current k nearest neighbors

(-
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e
Approximate k-NN with KD-trees

% *
PRI A LR
. & e / \
oo.o ® /‘d

R -ﬁ,\o/\b N

B o & ‘o c{E &,

e ofRe

Before: Prune when distance to bounding box > r Saves lots of search
Now: Prune when distance to bounding box > r/ & time at little cost in

quality of NN!

Prunes more than allowed, but can guarantee that if we return a
neighbor at distance r, then there is no neighbor closer than r/ @

™ Bound loose...In practice, often closer to optimal.
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e
Closing remarks on KD-trees

Tons of variants of kd-trees

- On construction of trees
(heuristics for splitting, stopping, representing branches...)

- Other representational data structures for fast NN search
(e.qg., ball trees,...)

Nearest Neighbor Search
- Distance metric and data representation crucial to answer returned

For both, high-dim spaces are hard!
- Number of kd-tree searches can be exponential in dimension
* Rule of thumb... N >> 29 Typically useless for large d.
- Distances sensitive to irrelevant features

* Most dimensions are just noise = everything is far away
* Need technique to learn which features are important to given task
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KD-tree in high dimmensions

» Unlikely to have any data points
close to query point

+ Once "nearby” point is found,
the search radius is likely to
Intersect many hypercubes
In at least one dim

+ Not many nodes can be pruned

+ Can show under some conditions
that you visit at least 29 nodes
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4 N
Moving away from exact NN search

* Approximate neighbor finding...

- Don't find exact neighbor, but that's okay for
many applications

Qut of millions of articles, do we need the closest
article or just one that's pretty similar?

Do we even fully trust our measure of similarity???

* Focus on methods that provide good
probabilistic guarantees on approximation
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Locality Sensitive Hashing (LHS)

as alternative to KD-trees
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Locality sensitive hashing

Simple “binning” of data into 2 bins

Score(x) = 1.0 #awesome — 1.5 #awful

Like a decision boundary

= in classification
2
4
3
2 x; = [0, 5] -1
. X, = [1, 3] -1
o Xz = [3, 0] 1

#Hawesome
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Locality sensitive hashing

Using bins for NN search

x, = [0, 5]
X, = [1, 3]
x5 = [3, 0]

=

—

=

(48]

+

=1 0 candidate
1 K

0 €«——= neighbors if

1 1 / Score(x)<0

Only search here for
queries with Score(x)>0

#Hawesome
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Locality sensitive hashing

Using score for NN search

x, = [0, 5] -1 0 candidate
x; = [1, 3] -1 0 :\ neighbors if
xz = [3, 0] 1 1 / Score(x)<0
: - HASH
List containing {1.2.4,7,..} {3,5,6,8,...}

TABLE

iIndices of datapoints:

\

search for NN
amongst this set
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Locality sensitive hashing

Provides approximate NN

Nearest neighbor to
query point found? NO

| #awful

Hawesome
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Locality sensitive hashing

Three potential issues with simple approach

1. Challenging to find good line

2. Poor quality solution:
- Points close together get split into separate bins

3. Large computational cost:

- Bins might contain many points, so still
searching over large set for each NN query

List containing {1,24,7,..} {3,5,6,8,...}
indices of datapoints:
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Locality sensitive hashing

How to define the line?

Crazy idea:
Define line randomly!

| #awful

Hawesome
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Locality sensitive hashing

How bad can a random line be?

Goal: If x,y are close (according to cosine similarity),
want binned values to be the same.

3
3
** y
4
3 x .
2 Both points
1 INn bin O
i -

Hawesome

y
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Locality sensitive hashing

How bad can a random line be?

Goal: If X,y are close (according to cosine similarity),
want binned values to be the same.

/.y
e Both points
X In bin 1

Hawesome

| #awful
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Locality sensitive hashing

~Hawful

aR

Goal: If x,y are close (according to cosine similarity),
want binned values to be the same.

One point in
bin 0 and

otherin bin 1

#awesome
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Locality sensitive hashing

How bad can a random line be?

Goal: If x,y are close (according to cosine similarity),
want binned values to be the same.

Bins are
different

#Hawful

Bins are

- .
-
-

If B, is small (x,y close),
unlikely to be placed
INto separate bins

Bins are
the same

Hawesome
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LSH: improving efficiency

Reducing search cost through more bins

Bin index:
[0 O O]

Line 2

Bin index:
[0 10]

~Hawful

o [ (NS] (o] N :

Linel Binindex:
[110]

Line 3

Bin index:
[111]

H#awesome
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LSH: improving efficiency

Using score for NN search

2D Data Sign Bin1 Sign Bin 2 Sign Bin 3
[Scoreli index (Scorez} index {Score3} index

x, = [0, 5] -
X, = [1, 3] -1 0 -1 0 -1 0
x; = [3, 0] 1 1 1 1 1 1

Data {1.2} == {4,811} == == == {7.9.10} {3.5.6}

indices: \

search for NN
amongst this set
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LSH: improving efficiency

Improving search quality by
searching neighboring bins

[00O0] |[[001] [[010] [[011]

=2 =3
Data L2} - 481y -- -- - {7910} {35,6)
indices:
) Bin index:
Query point here, 000 Line2

but is NN?

Not necessarily

Even worse than before...Each line can split pts.
Sacrificing accuracy for speed

oo o s Hawful

. 01 2 3 4 .

Bin index:
o [010]

Linel Binindex:
[110]

Line 3

111]

H#Hawesome

3/12,10/12 2026
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LSH: improving efficiency

Improving search quality by
searching neighboring bins

Bin [DDO] [001] [010] [011] |[[100] |[[101] [110] [111]

=: =6 =7
———E
indices:

\ / Binjndex:
Next closest :

#awful

bins
(flip 1 bit)

o I T LS T O N N

Bin index:

- #awesome

3/12,10/12 2026
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LSH: improving efficiency

Improving search quality by
searching neighboring bins

[DOO] [001] |OlJ]

[011] |[100] [[101]

=3 =6

110]

110
=7

Data {1.2) {4.8.11} 7,910} (3,5.6)
indices: e
/Binindex:
Further bin 5,10001 Line2
. ) % Bin index:
(flip 2 bits) S o [010]

Qu el

= NN

0 1 2 3 4

Linel Binindex:
[110]

Line 3
Bin index:
[111]

- Hawesome

3/12,10/12 2026
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LSH: improving efficiency

Improving search quality by
searching neighboring bins

Bin [000] [001] {l010] [[011] ([100] |[101 [110]

Quality of retrieved NN can only
Improve with searching more bins

Algorithm:
Continue searching until
computational budget is reached
or quality of NN good enough

(-

M111)
=7

Data {1,2} == {4,8,11} - -- -- {7.9,10} § {3.5.6}
indices:

Bin index:
000l  Line2

oo o Hawful

01 2 3 4

Bin index:
o (010

Linel Binindex:
[110]

Line 3

Bin index:
111

~ fawesome

3/12,10/12 2026
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e
LSH recap

* Draw h random lines

« Compute “score” for each point
under each line and translate to
binary index

)

» Use h-bit binary vector per data
point as bin index

__* Create hash table

kd-tree competitor
data structure

« For each query point x, search bin(x),
then neighboring bins until time limit

(-

3/12,10/12 2026
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4 N
LSH: moving to higher dimmensions d

Draw random planes

X[2]

X[3]

Hawful

X
>
,@:

O
X Score(x) = awesome
+ V5 fFFgwiul
#awesome x[1] + Vo #great
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LSH: moving to higher dimmensions d

Cost of binning points in d-dim

)
Score(x) = v, #awesome

rs

7 + v, #3wful

2y #reat
~ S § (or
\Lﬂ h,:ﬁi ;;mo-{‘—tm

) s

o o0

Per data point,

| need d multiplies

to determine bin
iIndex per plane

mo e9¢\rcations))
ASS mvl’f- :

One-time cost offset if many

queries of fixed dataset

3/12,10/12 2026
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What you should know how do now ...

» Implement nearest neighbor search for retrieval tasks

« Contrast document representations (e.g., raw word
counts, tf-idf,...)
- Emphasize important words using tf-idf

« Contrast methods for measuring similarity between two
documents

- Euclidean vs. weighted Euclidean
- Cosine similarity vs. similarity via unnormalized inner product

+ Describe complexity of brute force search
* Implement KD-trees for nearest neighbor search
» Implement LSH for approximate nearest neighbor search

« Compare pros and cons of KD-trees and LSH, and decide
which is more appropriate for given dataset

@ 3/12,10/12 2026
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Clustering:

An unsupervised learning task

3/12,10/12 2026




Motivation

Goal: Structure documents by topic

Discover groups (clusters) of related articles

B|BIC|
WORLD
NEWS

3/12,10/12 2026
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Motivation

Why might clustering be useful?

" Idont’t justﬁa\“\\

o .//
-

0.6 71
05
0.4
03 1 - |
e = = B
01 7 - —

o{‘_‘s 6‘\‘3 dc‘b- (\(’0

Q > & g

Q\O ‘.zf"
(J?

3/12,10/12 2026

/




Motivation

Learn user preferences

Set of clustered documents read by user

Use feedback
to learn user
preferences
over topics

Clusr 3 Cluster 4

o

3/12,10/12 2026
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Clustering: a supervised learning

What if some of the labels are known?

Training set of labeled docs

ENTERTAINMENT  SCIENCE

(-

3/12,10/12 2026
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e

(-

Custering: a supervised learning

Multiclass classification problem

= | ErORTS

ENTERTANMENT

|% = TECH NOLOGY

|._m__m_ SRR

Example of

supervised learning

3/12,10/12 2026
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Clustering: an unsupervised learning

No labels provided

.uncover cluster structure
from Input alone

Input: docs as vectors X
Output: cluster labels z,

An unsupervised learning
task

@

“ word T counts

3/12,10/12 2026
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What defines a cluster ?

Cluster defined by
center & shape/spread

Assign observation x; (doc)
to cluster k (topic label) If

— Score under cluster K is
higher than under others

- For simplicity, often define
score as distance to cluster
center (ignoring shape)

3/12,10/12 2026
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Hope for unsupervised learning

Impossible

INn between

3/12,10/12 2026
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Other (challenging!) clusters to discover

Analysed by your eyes

=]
— e B
i =43
T Fann 4
5
o o 5

i

AT
o) B mHAB®
=] o n =]

4 ®» 3 oo on &

I.Ea.."h'.'n:-b-c-mEJ-H
oW ]

@ 3/12,10/12 2026

™

/




\
Other (challenging!) clusters to discover

Analysed by clustering algorithms

% T
| -ﬁv‘.'r:.'-:-.

AN B
e L,

Y

e i

S —N— 3

Wi ¥

2

i ¥ & g o § §

%,
>
.
*
v
L)
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k-means

clustering algorithm
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4 . . N
k-means clustering algorithm

Assume

-Score= distance to
cluster center
(smaller better)

CLUSTER

@ 3/12,10/12 2026 /




e

k-means clustering algorithm

0. Initialize cluster centers
M1y 2y ooy

B NN
@

[]
L]
[]
g ©~
O
BH B

3

(k3 clusters)
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4 . . N
k-means clustering algorithm

0. Initialize cluster centers

1. Assign observations to
closest cluster center

: Norono:
Zi |[,Lj — X@H kegselation
2
. .xn 0bS: : Yo
’\ Vo ente AW (Fol viswali Buge
G (§xed) oaly ... ’
Inferred label for obs i, whereas You don “+
supertised learning has given label y, heed to
; ne lompute o
V) * e, pute diis)
oo ‘ﬂ/ﬁw*"w 0% ﬁ A
¢ e Y
. W
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k-means clustering algorithm

0. Initialize cluster centers

1. Assign observations to
closest cluster center

2. Revise cluster centers /
as mean of assigned

observations

1
flj = —
= le IIII
t;a>ﬂp ghL}n chﬁﬁﬂ'ﬂ
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/

0.

. Revise cluster centers

. Repeat 1.+2. until

k-means clustering algorithm

INnitialize cluster centers

Assign observations to
closest cluster center

as mean of assignhed
observations

convergence

3/12,10/12 2026
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4 N
k-means as coordinate descent algorithm

1. Assign observations to closest cluster center

2 4= argmin || — xi[3

2. Revise cluster centers as mean of assighed
observations

equivalent to
Z YT
1:2;=]

py e argmin > [lu = xil

iz, =]
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e

k-means as coordinate descent algorithm

1. Assign observations to closest cluster center
. 2
2 ¢ argmin ||p; — xi[3
J

2. Revise cluster centers as mean of assigned
observations

y argmin Y [l = x|
" 1:2i=]

Alternating minimization

1. (zgiven y) and 2. (u given z)
= coordinate descent

3/12,10/12 2026
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/
Convergence of k-means

Converges to:

B G I-O uim Because we can cast R-means as coordinate
descent algorithm we know that we are
—|Local optimuml

]

@ 3/12,10/12 2026
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4 N
Convergence of k-mans to local mode

15 : . - . . - . - 15
5 o
10 | * 4 10 | 0
* ° ¢ °
o o0 e o0
5 ¢ 5 ¢
e o e o
® S o ® o
".’: " ".’: Mo
: 0% 0%
+ O.A.... o o © 0...... ® o
B ® e * co 0 e o ¢
5... @ 5te .:‘o
s o 0
000$. o.oQ‘,
_10 1

A A ! ! A ) ! ! _10 i ! A A ! 1 A
-10 8 -6 4 -2 0 2 4 6 8 -10 8 -6 4 -2 0 2 B 6 8

Crosses: initialised centers

@ 3/12,10/12 2026 /




e

®

15

10

-10

a®

--

[

'f’- +
ok
]
I . e
_5. ..b.
AU

-10 8 -6 -4 =2 0 P 4 6 8

Crosses: initialised centers

15

Convergence of k-mans to local mode

10
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4 N
Convergence of k-mans to local mode

1‘-’ T T T T T T ]-li

L] ]
10 - 10 * . Assigment
o o to which group
. °
has changed
e ot s 0of
: . ¢ o |
[ ] * @
I.'l e oo * .z/
cpde . opde @
ol . A "q_ | ol . FY a ] k-means very
. '." LI o % L sensitive to
oo ' .
® ™ initiased centers
. * 0 ¢ o e . o -’ g e '
- o P - o o
¢ '-. . ? .‘.‘I
ot A

10 8 6 4 2 0 2 4 6 8 210 8 6 4 2 0 2 4 6 8

Crosses: initialised centers
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Smart initialisation: k-means++ overwiew

Initialization of k-means algorithm is
critical to quality of local optima found

Smart initialization:

1. Choose first cluster center uniformly at
random from data points

2. For each obs x, compute distance d(x) to
nearest cluster center

3. Choose new cluster center from amongst
data points, with probability of x being
chosen proportional to d(x)?

4. Repeat Steps 2 and 3 until k centers have
been chosen

@ 3/12,10/12 2026 /
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k-means++ visualised
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k-means++ visualised
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kK-means++ visualised
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k-means++ visualised

-
[
[
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a N
Smart initialisation: k- means++ overwiew

k-means++ pros/cons

Computationally costly relative to
random initialization, but the subsequent
k-means often converges more rapidly

Tends to improve quality of local
optimum and lower runtime

@ 3/12,10/12 2026 /
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Assessing quality of the clustering

10

0

-5

—10

15

10

:"-. ) S o
® ’... ."
A

-of." ) )

Which clustering do | prefer?
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k-means objective

10

k-means is trying to
minimize the sum of
squared distances:

 Suilall of uaud

“fr%ég"131l213;1_
Y g - nl?
1=11:2;=j3
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-10 . ! i ! i i i i
-0 8 & -4 -2 0 2 4 b i}

-10

Cluster heterogeneity

Measure of quality of

given clustering:

3
y: y: ||Nj _Xz'H%

=10

e J=11:z;=73
| ower is better!
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e

What happens to heterogeneity as k increases?

Can refine clusters more and more to the data
- overfitting!
5 o O’me_ﬁanf
Extreme case of k=N:
— can set each cluster center equal to datapoint
- heterogeneity = () ! ( ﬁ‘ﬁiﬁlﬁﬁm s O)

Lowest possible cluster heterogeneity

decreases with increasing k

3/12,10/12 2026
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How to choose k?

Lowest possible
cluster heterogeneity

[

# of clusters k

o
d\ﬁ'o’i‘ ﬂl":"lm EF
o et This i3

:)ust‘ a hearistic
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4 . .
Counting words on a single processor

(The "Hello World!" of MapReduce)

Suppose you have 10B documents and 1 machine and
‘#— —
want to count the # of occurrences of each word in the corpus

Code:
countl 1 « intt hagh toble

For 4 in documents

be’ ourA in c‘
Count Cword] + = |
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Naive parallel word counting

«  Word counts are independent across documents idata garallevl]
+ Count occurrences in sets of documents seearately, then merge

Machine 1 Machine 2 Machine 1000
e E @ E
County[] Count,|] Countygggl ]

‘,,,,.u .ﬁ" Count[word]= Z Count,[word]

i=1

How do we do this for all words in vocab?

hovt @ ‘l‘l‘ﬂ
Back to sequential problem to merge counts... ol words

Havough
voceb:

3/12,10/12 2026
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4 N
Counting words & merging tabels

1. Generate pairs (word,count) in parallel
2. Merge counts for each word in parallel

Machine 1 Machine 2 Machine 1000 l

Phase 1: @ @ l"t“"“ @ _a(uw'$) waching 4
parallel | (....da u.lﬂ) :

‘ 2 LA ”Mlﬂ“]
(over docs) |...-,....; h: V= [V

counting Countl Count,|] Countyggl

All counts for a
subset of
words go to
same machine

Phase 2: ., 10) '
parallel 2k ['% W[ lesrnicg ]
[Dver words) BIEGE

SUI’]"I

How to map words to machines? Use a hash function!

h(word index) 2 machine index

AA
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MapReduce abstraction

Map:

Data-parallel c-ve

e.g., documents
Generate (key,value) pairs
* "value” can be any data type

Word count example:

map(doc)
for word in doc
emit(word,1)

T T
] wi‘ll
E'umt.h‘.’i'p "'J f"'—_ _/‘/'/k..'fI WI.‘;
E{‘.?:L_:,?; D / key list of values
[
Reduce: reduce(word, counts_list)
c=0

Aggregate values for each key

Must be commutative-associative

operation olvabra

Data-parallel QI
Generate (key,value) pairs
reduce ( ‘u“’x f'l 411/ ﬂ,a ? [2121 )

emit (luw’ 32 z/————_—-

T
(anpyve = ax{bve™

for1in counts_list
c += counts_list[i]
emit(word, c)

/ ‘? ‘w‘u

kay

MapReduce has long history in functional programming
Popularized by Google, and subsequently by open-source Hadoop implementation from Yahoo!

@
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MapReduce - Execution overwiew

Map Phase Shuffle Phase  Reduce Phase
(uw, 1) i (uw’, !nr:))

(ky,vy) (kyvy)

(kpVs) S

(kyvy)

[

=\ 9 (ks,v3)
© (kyvy) K7 = (kyV) —
+ R £ ,
S & g2/ 4
~ g 55 ;
9 - SE 4 )
m < : ;
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Improving performance

Combiners

* Naive implementation of MapReduce is very
wasteful in communication during shuffle:

(uw; 1)
' ' h(lW}:?
cl ‘“?")zm = (W

: I:it: (uwil)
(uw) 1)

on ™\
« Combiner: Simple solution...Perform reduce
locally before communicating for global reduce

— Works because reduce is commutative-associative

(w1 niuw')s 7
@] " 3 reduce —_— @
£u 1y 2 (uw.uoo)
] u’

3/12,10/12 2026
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Scaling up k-means via MapReduce

MapReducing 1 iteration of k-means

Classify: Assign observations to closest cluster center

Z; argn?n |10 — xiﬂg

Map: For each data point, given ({p;},x), emit(z;,x;)

Recenter: Revise cluster centers as mean of assigned
observations

Reduce: Average over all points in cluster j (z;=k)

3/12,10/12 2026
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e
Scaling up k-means via MapReduce

Classification step as Map

Classify: Assign observations to closest cluster center
zp +— arg min || — x;]|3
J

x OF cluster canters

/ ‘/'F- mfﬁﬂt

z; = argmin |[p; — x;[3
J

: . gnnad z)
emit(z; x;) o guet
A~ dgkapon' 4 Jakapoint Xi
T ¢ ¥
c\uster \obsd

eq. emit (2,017,01,7,0,0,51)
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Scaling up k-means via MapReduce

Recenter step as Reduce

Recenter: Revise cluster centers as mean of assigned
observations

1
:U’j:;jzxi

i:z;=k aned
' s by 0559
gur\"'"‘" detaf "uw )

reduce(j, x_in_clusterj : [x,, X,..., ])
sum = 0 e toka\ mess in cluster
count = O « tokal ¥ of obs. in cluste-

for X in x_in_cluster]
sum += X

count +=1

emit(j, sum/count) =

wa"‘“ u-:lwl w0
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4 ™
Scaling up k-means via MapReduce

Some practical considerations

k-means needs an iterative version of MapReduce
- Not standard formulation

Mapper needs to get data point and all centers
- A lot of datal

- Better implementation:
mapper gets many data points
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Parallel k-means via MapReduce

Map: classification step;
data parallel over data points

Reduce: recompute means;
data parallel over centers

3/12,10/12 2026
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What you should know how do now ...

o

» Describe potential applications of clustering

« Describe the input (unlabeled observations) and output
(labels) of a clustering algorithm

* Determine whether a task is supervised or unsupervised

* Cluster documents using k-means

» Interpret k-means as a coordinate descent algorithm

* Define data parallel problems

« Explain Map and Reduce steps of MapReduce framework

» Use existing MapReduce implementations to parallelize k-
means, understanding what's being done under the hood

3/12,10/12 2026
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Probabilistic approach:

mixture model
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e
Why probabilistic approach?

Learn user preferences

Set of clustered documents read by user

Use feedback
to learn user
preferences
over topics

3/12,10/12 2026
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e
Why probabilistic approach?

Uncertainty in cluster assignments

Hard assignments
don't tell full story

Slightly closer to
Cluster 4 than

Cluster 2, but count
fully for Cluster 47

| I
i

l

Zluster 3 Cluster 4
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e
Why probabilistic approach?

Other limitations of k-means

Assign observations to closest cluster center
z 4— argmin ||p; — XZ”%
J

AN

Can use weighted Euclidean,
but requires known weights

Only center matters

Still assumes all clusters have
the same axis-aligned ellipses

Equivalent to assuming

spherically symmetric clusters @ @

©
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e
Why probabilistic approach?

Failure modes of k-means

different shaped/
oriented clusters

3/12,10/12 2026
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Mixture models

* Provides soft assignments of observations
to clusters (uncertainty in assignment)

- e.g., 54% chance document Is world news,
45% science, 1% sports, and 0% entertainment

» Accounts for cluster shapes not just centers

 Enables learning weightings of dimensions

- e.g., how much to weight each word in the
vocabulary when computing cluster assignment

@ 3/12,10/12 2026
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Application: clustering images

Discover groups of ﬁ; i e

similar images e tﬁﬂ!ﬁ'g‘.EJ

o () f“ .
coan ML o o R iy

~ Pink flower

- Dog - - -

- Sunset === pbut not category ¥

- Clouds - -

.‘-
i 10 o
B BN

o
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Application: clustering images

Simple image representation

Consider average red, green, blue pixel intensities

[R = 0.85 G =0.05 B =0.35]

Single RGB vector per image
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Application: clustering images

Distribution over all cloud images

Let's look at just the blue dimension

....”.ﬂ-nnI'HHH

m,..

i,

0.8 blue
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Application: clustering images

Distribution over all sunset images

Let's look at just the blue dimension

h
I

|

Iy

i‘.
s
i 1hn
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Application: clustering images

Distribution over all forest images

Let’

|
|
1" |

s look at just the blue dimension

042 blue

3/12,10/12 2026
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Application: clustering images

Distribution over all images

We see that they are grouping!
But not easy to distinguish between groups

il ||\|Huum.m._>

blue

@ 3/12,10/12 2026




Application: clustering images

Can be distinguished along other dim

Now look at the red dimension

I |
<> i
(T In this dimmension
i ‘ separable groups!
AU
o >
0.05 0.9 red

@ 3/12,10/12 2026 /




Model for a given image type

For each dimension of the [R, G, B] vector,
and each image type, assume a
Gaussian distribution over color intensity

5 N | p, o2)
O /‘ —
parameters
";!I “h Random variable the
o : \, distribution is over

e.g., blue intensity

|

¥ blue
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Model for a given image type

>
3D mesh plot e

2D Gaussians — Bird's eye view

>

¥ o
0.207 ?ﬂﬁ%‘u
0.157 .
0.10] ,I on
{ .
wer,
l ‘at %ﬂ"ﬂ'}o \&1

0.057

probability

green

0.00%

S

5
@
S
c
®

®
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Application: clustering images

2D Gaussians — Parameters

Fully specified by mean gy and covariance 2

H = [Ublue ’ ugreen]

mean centers the

distribution in 2D

green
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Application: clustering images

2D Gaussians — Parameters

Fully specified by mean p and covariance 2

M = [Hblue ' Ugreen]

2
Z — Oblue c'-t:)lt.ne,r_;;reerw
2
Ugreen,blue Ggreen
covariance determines L
orientation + spread blue

@ 3/12,10/12 2026

green

/




Application: clustering images

Covariance structures

2
0] 0 2 2
S — s —|Os 0 s _|9
0 o7 0 o2 o
(&) (0] ]
:l: 74 I;'I
) A
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Application: clustering images

Notating a multivariate Gaussian

N(x \\p, Z)}

/ parameters

Random vector
e.q., [R, G, B] intensities
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Mixture of Gaussians

Model as Gaussian per category/cluster

L 7 L3l -
£ [ g
.,

o 4 0l
e o P

- A

s ble g S

EEREST e

j\ Basis s
_ | i

0.3 blue B E e

AN L
~ BRI | B

0.8 blue
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Mixture of Gaussians

Jumble of unlabeled images

HISTOGRAM

blue

How do we model
this distribution?
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Mixture of Gaussians

What if image types not equally represented?

e.g., forest images are very
likely in the collection

0.9.42

@ 3/12,10/12 2026 /




Mixture of Gaussians

Combination of weighted Gaussians

Associate a weight 11, with each Gaussian component

LIS 1T, Tl 0 < T, < 1
™ =[0.47 0.26 0.27/] o

LT \/‘/’ ;'ﬂ'k:l

Relative proportion of
each class in world from

1T
°  which we get data

X
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Mixture of Gaussians

Mixture of Gaussians (1D)

Each mixture component represents

a unique cluster specified by:
2

{Trjﬁf H,, O}

1
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Mixture of Gaussians

Mixture of Gaussians (general)

Each mixture component
represents a unique cluster
specified by:

{T[k . M, Zk}
E”ZE.
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Mixture of Gaussians

According to the model...

Without observing the image content, what's the
probability it's from cluster k? (e.qg., prob. of seeing "clouds” image)

\"""’.C“ R A R — ]{j — 70 nor
‘ﬂ& p( 1 ) k 1

N =

Given observatior@s from cluster_k, what's th
likelihood of Seeing )(i? (e.g., just look at distribution for "cloyds”)

p(xi | zi =k, g, 2g) = N (4
)/~
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Application: clustering documents

Discover groups of related documents

3/12,10/12 2026
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Application: clustering documents

Document representation

— b

o v v g b o e o P ol
P e e
L L
L
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Application: clustering documents

Mixture of Gaussians for
clustering documents

Space of all documents
(really lives in RY for vocab size V)

Make soft assignments
of docs to each
Gaussian
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Application: clustering documents

Counting parameters

Each cluster has {11, , B, 2, }
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Application: clustering documents

Counting parameters

Each cluster has {11, , K. 2}

INn V (vocab size) dims:
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Application: clustering documents

Restricting to diagonal covariance
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Application: clustering documents

@

Restrictive assumption, but...

— Can learn weights on dimensions
(e.g., weights on words in vocab)

@ — Can learn cluster-specific
weights on dimensions
Still more flexible than k-means

Spherically
symmetrlc clusters

All clusters have same
axis-aligned ellipses

Specify weights...
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Inferring soft assignments with

expectation maximization (EM)
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Inferring cluster labels

Data

. XK
] . '
e, o et
" “.'.-h --'
SE R
- %,
. * . ® I-. ‘p
. ™ 1, °d
l-‘i'

Desired soft assignments

3/12,10/12 2026

/




g What if we knew the cluster

parameters {11, , U,, 2, }?

Compute responsibilities

lnes
r\# clusters q_-!itj' _“' L.
(i fra i FiK &J:na?etr?b:ﬁbﬁ
Responsibility cluster k takgs for observation |
rg‘.\uﬂ'

——~——
:f_‘i:p(%‘ =k ‘ {E?ﬂjﬁzj}ilﬁw
1 N2
vandol probability of

\Lihs .
assignment given model
to cluster k parameters and
observed value

@ 3/12,10/12 2026
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What if we knew the cluster
parameters {11, , M, 2, }?

Responsibilities in pictures

Green cluster
takes more
responsibility

Blue cluster
takes more

responsibility

Uncertain...
split
responsibility

3/12,10/12 2026
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What if we knew the cluster
parameters {11, , M, 2, }?

Responsibilities in pictures

Need to weight by cluster probabilities,
not just cluster shapes

Still uncertain,

but green cluster seems
more probable...

takes more responsibility

3/12,10/12 2026
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e

What if we knew the cluster
parameters {11, , M, 2, }?

Responsibilities in equations

Responsibility cluster k takes for observation |

Iil. = Tk N(Iz \ i, 2f;)

How likely is the

Initial probability of observed value x; under
being from cluster k this cluster assignment?
& N+ +

very wali wnder bhe green clustes
biﬂ Uasz the fﬁh'og graen s ﬁ%hu‘
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g What if we knew the cluster

parameters {11, , M, 2, }?

Responsibilities in equations

Responsibility cluster k takes for observation |

ik = Tk N(ZC?, | ks Ek)

K
§ :’ﬂ—jN(ﬂ%‘ | g, Zj) Normalized
j=1 over all
~———__ possible
cluster

assignments
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What if we knew the cluster
parameters {11, , M, 2, }?

Recall: According to the model...

Without observing the image content, what's the
probability it's from cluster k? (e.g., prob. of seeing "clouds” image)

p(z; = k) = mg

Given observation x; is from cluster k, what's th
likelihood of S@@iﬂg )(i? (e.g., just look at distribution for "cloyds”)
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e

What if we knew the cluster
parameters {11, , M, 2, }?

Part 1: Summary

Desired soft assignments
(responsibilities) are easy
to compute when
cluster parameters

{1, . U, 2, } are kKnown

But, we don’'t know these!
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g Imagine we knew the cluster

(hard) assignments z,

Estimating cluster parameters

_ };: ‘ Imagine we know the
ol -,?...-: . cluster assignments
&‘ :.; 1*1 _ ) )
¥ ‘-..-5, v, Estimation problem
= 1‘..,,_... : decouples across

.'-" .a. >4

\ clusters

LI .: ]

"% ~~__Is green point informative of
fuchsia cluster parameters?

NO!
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Imagine we knew the cluster
(hard) assignments z,

Data table decoupling over clusters

R G B Cluster
x,[1] x,[2] x,13] 3
%[1] x,[2] X,[3] 3
x3[1] X:[2] xs[3] 3
X4[1] %,[2] X4[3] 1
xs[1] Xs[2] Xs[3] 2
Xg(1] Xg[2] Xg[3] 2

Then split into separate tables and consider them independently.

3/12,10/12 2026
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e

(-

Imagine we knew the cluster

(hard) assignments z,

Maximum likelihood estimation

R G B Cluster
x,[1] x,[2] x,[3] 3
x,[1] X,[2] X,[3] 3
xz[1] Xz[2] X3z[3] 3

Estimate {11, , B, 2, }
given data assighed
to cluster k

maximum likelihood estimation

(MLE)

Find parameters that maximize the
score, or likelihood, of data

3/12,10/12 2026
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Imagine we knew the cluster
(hard) assignments z,

Mean/covariance MLE

&
;"y R G Cluster
¥ X, [1] x,[2] x, (3] 3 10T
4 2 )
d<| ol | w2l | x3 3 B 7o Y
(e ¢ 09°
xz[1] X5[2] X513 3 ok
. — 1 , velane datt poines
e = D T e W cluster
i ik % of obs. in cluster
. 1 A o
Y = N E (wi — fue) (s — fur)
NE 4
i 1N k
Z
Scalarcase: fz , L 5 (x:-4.)
* N"" o in K
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Imagine we knew the cluster

(hard) assignments z,

Cluster proportion MLE

R G B Cluster
X,l1] x,[2] X,[3] 1

R G B Cluster
xs[1] Xc[2] xc[3] 2
xgl1] Xg[2] x¢[3] 2

Cluster
x,[1] x,[2] X,[3] 3
X5[1] X5[2] X5[3] 3
X3[1] xz[2] X3[3] 3

# obs in cluster k

total # of obs

True for general mixtures of i.i.d. data,
not just Gaussian clusters
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188

Imagine we knew the cluster
(hard) assignments z,

Part 2a : Summary

needed to compute soft assignments

. ..-,;: ) Cluster parameters are simple
.*'&'1 g to compute if we know the
e L€ cluster assignments

R T -
,-..o ' - *'}00. .
. ‘a .2f~!qhai
., But, we don’t know these!
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What can we do with just
soft assignments r;?

Estimating cluster parameters
from soft assignments

Instead of having a full

-:.,._-:_ just allocate a portion r;,

X, divided across all clusters,
as determined by r,,

.; : observation x; in cluster K,

3/12,10/12 2026
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(-

What can we do with just

soft assignments r;?

Maximum likelihood estimation

from soft assignments

Just like in boosting with weighted observations...

R G B ry ro rz
x,[1] x,[2] x(3 | 030 | 018 | 052
x5[1] X2[2] x:31 | 001 | 026 | 073
x5[1] X3[2] x5(3] | 0.002 | 0.008 | 0.99
X4[1] X4[2] x,31 | 075 | 010 | 015
xs[1] X5[2] xs(3] | 005 | 093 | 0.02
xo[1] X4[2] x31 | 013 | 086 | 001

Total weight in cluster: | 1.242 | 2.8 | 242

(effective # of obs)

N\

52% chance
this obs is Iin

cluster 3
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What can we do with just

soft assignments r;?

Maximum likelihood estimation

from soft assignments

G B

R G

Cluster 1

weights

B

Cluster 2

weights

x3[1]
x;l1] | | x| x3 [ 018
xXs[1] | Cluster 3
xc[1] weights
x 1 | xl1] x,[2] x,[3] 0.52
xc[1] x5[1] X5[2] X5[3] 0.73
xg[1] xz[1] xz[2] Xz[3] 0.99
x.4[1] x,4[2] x,4[3] 0.15
xs[1] Xz [2] xs[3] 0.02
xc[1] xc[2] x¢[3] 0.01

3/12,10/12 2026
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What can we do with just
soft assignments r;?

Cluster-specific location/shape MLE

Cluster 1
R G B eights N
=

1 2 3 0.30 = . TRz
xl[] xl[] x]_[] ju'k j‘\,TSOtt . 1kl
Kl | %2 | %3 | 001 [ A——
il | xg2 | xg3 | 0.002 |
x | 2 | w03 | 075 ) Z :
x1l | xl2 | xI3 | 005 -
xlll | x2 | x31 | 043

Compute cluster parameter estimates Total weight in cluster k
with weights on each row operation = effective # obs

3/12,10/12 2026
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What can we do with just
soft assignments r;?

MLE of cluster proportions 7.

Total weight
In cluster:;

Total weight
In dataset:

Fiy Fi2 Fiz
0.320 0.18 0.52
0.01 0.26 073 ,TSOft
0.002 | 0.008 | 0.99 = 'k
0.75 0.10 0.15 P N
0.05 0.93 0.02
0.13 0.86 0.01 ,
Estimate cluster
roportions from
| 1242 | 28 242 prop

relative weights

0w

# datapoints N

_ N
\NEOtt _ Z .

i=1

otal weight in cluster k
= effective # obs
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What can we do with just
soft assignments r;?

Defaults to hard assignment case
when r; in {0,1}

Hard assignments have:

1 71n k
ik =

0 otherwise

R G B i1 M2 3

x,[1] x,12] %, [3] 0 0 1

X5[1] x3[2] X5[3] 0 0 1

x5[1] X3[2] X3[3] 0 0 1 \

X4[1] X4[2] X,[3] 1 0 0

Xs[1] X:[2] xz[3] 0 1 0 One-hot encoding of

X [1] ap) X¢[3] 0 1 0 cluster assignment
Total weight in cluster: | 1 2 3

3/12,10/12 2026
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What can we do with just
soft assignments r;?

Equating the estimates...
g . N1 ¢ 508
) NbOft vsoft _ S Count
k ;G) ) A | uster

M —

N - * NV
N
1
_Nsoft Z.I JA “_’TL_;Z,‘E”/
N

NSO&Z.(I@ e ) (i — W‘) /

Qlfﬂﬁ [ L3 0-109"1"

.| i
g, L, Ui Aol
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What can we do with just
soft assignments r;?

Part 2b: Summary

Still straightforward

to compute cluster
parameter estimates
from soft assignments
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Expectation maximization (ME)

An iterative algorithm

Motivates an iterative algorithm:

1. E-step: estimate cluster responsibilities
given current parameter estimates

_ N (2 | i, S
S ®iN (@i | iy, 35)

2. M-step: maximize likelihood over
parameters given current responsibilities

ik

Tk, Jﬂ*kn ik: ‘ {'f\'.““ -Tf'-i}’

®
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Expectation maximization (ME)

EM for mixtures of Gaussians

INn pictures — initialization

F"-"""' Hut Q"ﬁﬂ

-""--..\ Fib}: [0.52 o.q O_D% 3
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Expectation maximization (ME)

EM for mixtures of Gaussians
In pictures — after 15" iteration

S | Poyimire lkeihood €
. aiven soft assign. 1

A A Yy ’E“E
-—-?i-n. Ll 2

Then vecompute mpons?iaif'-ﬁa}
F
{3
f;k)

~ ‘?‘; u ':l ’;- |;: H
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Expectation maximization (ME)

EM for mixtures of Gaussians
in pictures — after 2"9 iteration

rinse
&

repent
unt‘l- l mﬂ\fl]ﬂ ence.

. T i ; p b B
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Expectation maximization (ME)

EM for mixtures of Gaussians
In pictures — converged solution

—
c.lwf' see

te b'l.--l- or F.,.,;,L.s-»

clusker , aven in

finol ﬂ“ﬁmm

_2 i i L
-2 a 2 4 B g8
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Expectation maximization (ME)

EM for mixtures of Gaussians
INn pictures - replay
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Expectation maximization (ME)

Convergence of EM

* EM is a coordinate-ascent algorithm

— Can equate E-and M-steps with alternating
maximizations of an objective function

« Convergences to a local mode

« We will assess via (log) likelihood of data
under current parameter and
responsibility estimates

@ 3/12,10/12 2026 /




Expectation maximization (ME)

INnitialization

- Many ways to initialize the EM algorithm

« Important for convergence rates and quality
of local mode found

- Examples:

- Choose K observations at random to define K "centroids”.
Assign other observations to nearest centriod to form initial
parameter estimates.

- Pick centers sequentially to provide good coverage of data
like in k-means++

- Initialize from k-means solution

- Grow mixture model by splitting (and sometimes removing)
clusters until K clusters are formed

(-
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Expectation maximization (ME)

Overfitting of MLE

Maximizing likelihood can overfit to data

Imagine at K=2 example with one obs assigned to
cluster 1 and others assighed to cluster 2
- What parameter values maximize likelihood?

Set center equal to

point and shrink
variance to O

Likelihood goes to oo |
@ 3/12,10/12 2026




Expectation maximization (ME)

Overfitting in high dims

Doc-clustering example:
Imagine only 1 doc assigned to cluster k has word w
(or all docs in cluster agree on count of word w)

Likelihood maximized by setting g, [w] = x[w] and crz_k =0

W

Likelihood of any doc with different count on
word w being in cluster k is O!

@ 3/12,10/12 2026
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Expectation maximization (ME)

Simple regularization of M-step
for mixtures of Gaussians

Simple fix: Don’t let variances = O!

Add small amount to diagonal of
covariance estimate

Alternatively, take Bayesian approach
and place prior on parameters.

Similar idea, but all parameter
estimates are "smoothed” via cluster
pseudo-observations.

3/12,10/12 2026
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Expectation maximization (ME)

Relationship to k-means

Consider Gaussian mixture model with

Spherically
/6'2 N symmetric clusters

) e

Datapoint gets fully assigned to
nearest center, just as in k-means

- Spherical clusters with
equal variances, so relative

likelihoods just function of
distance to cluster center

- As variances—=>0, likelihood
ratio becomes 0 or 1

- Responsibilities weigh in
cluster proportions, but
dominated by likelihood
disparity

:'Al_ki\"r(.’j;'.; | f:'*.ﬁ:; O’E_U

— =K - ar P
> j—1 TN (i | fij, 0%I)
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Expectation maximization (ME)

Infinitesimally small variance EM
= k-means

1. E-step: estimate cluster responsibilities given
current parameter estimates

. N(x; | . 02T
;;k 4\( i |ﬁ k,ﬁ )2 c {[L 1}
Z;j:l ’Il'jf\-"r(ﬂ’,‘i | Hi, O I) \
Decision based on

Infinitesimally small distance to nearest
cluster center

ik =

2. M-step: maximize likelihood over parameters
given current responsibilities (hard assignmentsl!)

ﬁ-k: ﬁk ‘ {?ﬁikv ‘E’L}
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What you should know how do now ...

(-

Interpret a probabilistic model-based approach to
clustering using mixture models

Describe model parameters

Motivate the utility of soft assignments and describe
what they represent

Discuss issues related to how the number of parameters
grow with the number of dimensions
- Interpret diagonal covariance versions of mixtures of Gaussians

Compare and contrast mixtures of Gaussians and
k-means

Implement an EM algorithm for inferring soft
assignments and cluster parameters

- Determine an initialization strategy
- Implement a variant that helps avoid overfitting issues

3/12,10/12 2026
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Mixed membership models  for

documents
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Clustering model

So far, clustered articles into groups

Doc labeled
with a topic
assignment

Clustering goal: discover groups of related docs

3/12,10/12 2026




Clustering model

Are documents about just one thing?

Is this article
just about
science?

@ 3/12,10/12 2026
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Clustering model

Soft assignments capture uncertainty

Soft assignment r;,
tells us this doc
could be about world
news or science

But, clustering
model still specifies
each doc belongs to

1 topic

@ 3/12,10/12 2026
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Soft assighments

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Drausin F. Wulsin®, Emily B. Fox®, Brian Litt®
“Department of Ricengineering, University of P, yivania, Philadelphia, PA
 Department of Newrology, University of Pernsylvania, Philadelphia, PA
=Departrment of Statiatics, University of Waskington, Seattle, WA

A bstract
wit] can manifest short, sub-clinical opileptic “bursts” in
iton to fullFblown We believe the relationship between

these two classes of events—something not proviously studied quantitatively
could vield important insights into the nature and intrinsic dyvnamies of
% A poal of our work is to parse these complex evonts
into distinet dynamic regimes. A challenge posed by the intracran
(IEEG) data we study is the fact that the number and placement of electro
can vary betweon| We develop a Bayesian nonparametric Markov
switching process ows for (i) shared dynamic regimes between a vari-
able mumber of channels, (ii) asynchronous regime-switching, and (iii) an
mmknown dictionary of dynamie regimes. We encode a sparse and changing
sot of dependencies botween the channels using a Markov-switching Gaussian
graphical model for the innovations proeess driving the channel dynamics and

demonstra jmportance of this model in parsing and out-of-sample pre-
dictions o data. We show that our model produces intuitive state
assignments that can help antomate felinicallapalvsis of redf and enahle

Keywords:  Bayesian nonparametric, EEG, factorial
graphical model, time sories

1. Imiroduction

Despite over three decades of research, we still have vory little idea of

nes a This ignorance stems both from the complexity of
as a and a pancity of quantitative tools that are flexible

Encoding of cluster
membership z, = 4
Based on science

related words, maybe
doc in cluster 4

-

1
D o A A—
<Iz;“\ qu"\ Iﬂ o I‘sbk‘\ |
\5} go""%@ o'}%d’ J}i‘o&
C WO (YN (ke
OF U C.;@o '{’(,
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Soft assighments

Modeling the Complex Dynamiecs and Changing
Correlations of Epileptic Events

Drausin F. Wulsin®, Emily B. Fox®, Brian Littat

“Department of Bioengineering, University of Pennaplvania, Philodelphie, PA
 Department of Neurology, University of Pennsyivenia, Philadelphia, PA
=Department of Statistice, University of Waskington, Seattls, WA

Abstract
Patients with epilepsy can manifest short, sub-clinical epileptic “bursts™ in

Soft assignments
capture uncertainty

Nz =2or4

aif: dynamics and
demonstrate the imports of tinE model in parsing and out-of-sample pro-
dictions of iIEEG data. We show that our roduces intuitive state
assignments that can help) linical analysis of seizures and enahble
the comparison of sub-clinic

ursts and full elinical seizures.

K cywords: %M EEG, factorial hidden [Markovimodel]
ﬁm , time series

1. Imtroduction

Despite over three decades of research, we still have very little idea of
what defines a seigure. This ignorance stems both from the complexity of
epilepsy as a disease and a paucity of guantitative tools that are flexible

Encoding of cluster
membership z; = 2

Or maybe cluster 2
(technology) is a better fit

1 —

0 — A— —
I\,- Ifl{ I/"J T h 1
A
CD ED LD L

O S GRS S
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Soft assighments

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Drausin F. Wulsin®, Emily B. Fox®, Brian Litt®®

o Department of Bicengineering, University of Penmsylvania, Philadelphia, PA
® Department of Newrology, University of Penneglvania, Philadelphia, P4
“Department of Statistics, University of Washington, Seattle, WA

Ahbstract

“’i“@ ‘
addition to full-blown

these two classes of events—something not previously studied quantitatively
rield important insights into the nature and intrinzic dynamics of

anifest short, sub-clinical epileptic “bursts” in

demonstrate the importance o

dictions Of@ data.
assignments that can hel

Keywords: i

maodel, time series

id EEG, factorial hidden|Markoviinodel

1. Introduction

Despite over three decades of research, we still have very little idea of

wh: fines afseigured This ignorance stems both from the complexity of
as ald and a paucity of quantitative tools that are flexible

Really, it's about science
and technology

0.6
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Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Drausin F. Wulsin®, Emily B. Fox®, Brian Liteb

“Depariment of Bicengineering, University of Pennayivania, Philodelphia, PA
¥ Departmnent of Neurology, University of Pennsylvania, Philadelphia, PA
=Department of Statiatics, [niversity of Woshington, Seaitle, WA

Abstract

wmﬂ can manifest short, sub-clinical epileptic “bursts” in
addition to full-blown @ We beliove the relationship between
these two classes of events—something not previously studied quantitatively
could vield important insights into the nature and intringic dyvnamices of
A poal of our work is to parse these complex fe o cvents
into distinct dynamic regimes. A challenge posed by the mtm;cr:ml:
(IEEG) data we study is the fact that the number and placement ofeleetm[ B
can vary betweenfpatientd We develop a
switching process m allows for (i) shared TyNAINIE regimes Detweerl i varl-
able munber of channels, (i) regime-switching, and (iii) an
unknown dictionary of dynamic regimes. We encode afsparsafand changing
5ot of dependencies botween the channels using ajMarkof-=witc ]i[l@
ﬁmuﬂcl for Lh@prmm driving the channel dynamics anc
demonstrate the jmportance of s model in parsing and out-of-sample pre-
dictions ol% data. We show that our [mode I'Udl]n:ﬂ.'i intuitive state
assignments that can help) _ clinicall I!'l'lﬁ‘ 1 and enahle
the comparison of sub-clinies i

CLENTRS

1. Imiroduction

Despite over three decades of research, we still have very little idea of

/ fines oS Thizs ignorance stems both from the complexity of
I% as afd

and a paucity of quamitative tools that are flexible

Mixed membership models

Mixed membership
models

Want to discover a
set of memberships

(In contrast, cluster models
aim at discovering a single
membership)
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Building alternative model

An alternative document clustering model

(Back to
clustering,
not mixed
membership
modeling)

@ 3/12,10/12 2026
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uilding an alternative model

So far, we have considered

Modeling the Complex Dynamics and Changing
Cormelations of Epileptic Events

Drausin F. Wulsin‘: [-2rr_:l_-.I H. Fox®, Brinn Liti**

ey = & v of Pranngivania, Fhdadcipha, P4

‘n.r,nmmg af Newrolegy, Lhm.u.g .-,r P.:.u,.eu.-u. Philsdalobug, #1

of Siatie ton, Semtife, WA

Abstract
Patients with opilepsy can mamifst short, sub—clinical epileptic “bumts™ in
nddition to Rll-blown clinical seizures. We believe the relationship between x . _—
theme twn ol isses of events—something not previously studied gquantitatively I
could yield important insights imto the nature and intrinsic dynamics of

seizures. 4 goal of our work = to parse these complex epileptic events
imto distinet dynamic regimes. A challenge posed by the intracranianl EEG
(EEEQ) data we stady is the fact that the namber and placemest of dectrodes

can vary hetweesn paticnts. 'We develop & Baysian o .npurur.et:n" Mlarks w L
switching process that allows for (i) shared dynams e — VIE:‘ o
nble number of channeds, asynchmonous regim ichi L n =

unknown dictionary of dynamic regimes. 'We encode nree ool changing

graphical model for the innovations procss driving the chan
demonstrate the importancs of this model in pamsing and ou
dictio

mssignmenis that con help automate climical anolysis of s
the comparison of sub-clinical bursts amd full clinical seizures.
Keyworas: Bayminn nooparnmetric, EEG, factorinl hidden Markoy m
Eraphica]l moded, time serims

L Introduection

Ihesspite over three decades of research, we still have very lictle iden of
what defines o seirare. This ignorance stems both from the complexity of
epilepey an & dissase and a paocity of gquantitative tools thot sre Aexible

3/12,10/12 2026




Building an alternative model

Bag-of-words representation

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Drausin F. Wulsin®, Emily B. Fox®, Brmn Lit*®

3 Department of Biocny ng, U y of Ponmnyd Philadciphsa, PA
* Department of Newolsyy, Unisermity of Pesnuglunia, Philedcipkia, A
Department of St % y of Washington, Scatde, WA
Abstract
Patients with epilepsy can ifiesit short, sub-clinical epileptic *bunsts™ i

widition to fll-blown clinical seizures. We believe the relationship between
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unknown dictionary of dynamge regin We encode a spé X
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graphical mode fi i driving the channel dynamics and
demnunstrate the importance of this moded in parsing and out-of-sample pre-
i :E of iEEC data. We show that our model produoces imtuitive state

dictic

nssign ! te climical analysis of sczares and enable
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Model for ,bag-of-words”
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Abstract

Patients with epilepsy can manifest short, sub-clinical epileptic “bursts™ in
addition to full-blown clinical seizures. We beliove the relationship betwoen
these two classes of ovemts —something not previously studied quantitatively
could yield important insights into the nature and intrinsie dynamies of
soizures. A goal of our work is to parse these complex epileptic events
into distinet dynamic regimes. A challenge posed by the intracranial EEG
(IEEG) data we study is the fact that the number and placement of electrodes
can vary between patients. We develop a Bayesian nonparametric Markow
switching process that allows for (i) shared dynamic regimes between a vari-
able mmmber of channels, (i) asynchronous regime-switching, and (i) an
unknown dictionary of dynamie regimes. We encode a sparse and changing
g0t of dependencies botween the channels using a Markov-switching Ganssian
graphical model for the innovations process driving the channel dynamics and
demonstrate the importance of this model in parsing and out-of-sample pre-
dictions of iIEEG data. We show that our model produces imtuitive state
assigmments that can help automate clinical analysis of seizures and enable
the comparison of sub-clinical bursts and full cinical seimres.

Keywords:  Bayesian nonparametric, EEG, factorial hidden Markov model,
graphical model, time series

1. Introduction

Dicapite over three decades of rescarch, we still have very little idea of
what defines a seizure. This ignoranee stems both from the complexity of
epilepsy as a disease and a paueity of quantitative tools that are fexible

A model for bag-of-words

representation

As before, the "prior”
probability that doc i is
from topic k is:

plzi = k) = m;

™ = [T1; 1T, ... T
represents corpus-wide
topic prevalence
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Abstract

Patients with epilepsy can manifest short, sub-clinical epileptic “bursts” in
addigion to full-Rlewn clinical seizures. We believe the relationship between
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the eomparison of sub-clinical bursts and full clinical seizurgs

/
P‘,°/- model,
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graphical model. time series 1/

1. Introduction

Despite oy
what deffts a scizure.
opilepsy as a disease g

fSearch, we still have very little idea of
orance stems both from the complexity of
7 a paucity of quantitative tools that are flexible

\

-

A model for bag-of-words

representation

Assuming doc | is from
topic k, words occur
with probabilities:

SCIENCE

Y
words in vocab
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Model for ,bag-of-words”

Topic-specific word probabilities

Distribution on words in vocab for each topic

SCIENCE TECH SPORTS

(table now organized by decreasing probabilities
showing top words in each category)

(-
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Model for ,bag-of-words”

(-

Comparing and contrasting

Previously
Prior topic = k) =
probabilities — Tk
Likelihood
under
each topic @
tf-idf vector

compute likelihood of tf-idf
vector under each Gaussian

{modeling, complex, epilepsy,
modeling, Bayesian, clinical,

epilepsy, EEG, data, dynamic...}

compute likelihood of the
collection of words in doc
under each topic distribution
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Latent Dirichlet allocation
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me can manifest short, sub-clinical epileptic “bursts” in
adidition to fullFhlown @ We believe the relationship between
these two classes of events—something not previously stodied quantitatively
could vield important insights into the nature and intrinsic dvoamics of

opileptic] cvenns

@ A pgoal of our work is to parse these complex

into distinet dynamic regimes. A challenge posed by the intmcnuu@
(IEEG) data we study is the fact that the number and placement of electrodes
CATl VATY hut\\'u{*n We develop a

switching process That aliows for (i) shared dVIAINE regimes Detwooll 4 varl-

able number of channels. (i) regime-switching, and (iii) an
unknown dictionary of dynamic regimes. We encode

sparsefand changing
sot of dependencies botween the channels using afMarkog-switc ]i[l@
ﬁlmﬂel for LI]L@W{)&W driving the channel dynamics and
demonscrate the jmportance of this model in parsing and out-of-sample pro-
dictions ol% data. We show that our fmode bmdumﬁ intuitive state
assismments that can help _ and enable
the comparison of sub-clinics

CLENITE

1. Imtroduction

Despite over throe deeades of research, we still have very little idea of

ggggg éggr'nm afseizure This ignorance stems both from the complexity of

a8 a and a paucity of gquantitative tools that are floxible

LDA is a mixed
membership model

Want to discover a
set of topics

C (TRX SN &
Q R IO SOl
&O\c‘?Qo,QdQ(p «d\go\ &S.G'F'
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Latent Dirichlet allocation

Topic vocab
distributions:

SCIENCE
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1. Introduction \
Despite over throe
what defines a seizure. This i

ofsgesearch, we still have very little idea of
igno stems both from the complexity of
epilepsy as a disease and a paucity™of quantitative tools that are flexible

Clustering:

One topic indicator
z, per document |

All words come from
(get scored under)
same topic z,

Distribution on
prevalence of
topics in corpus
M= [T, T, ... Ty
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Latent Dirichlet allocation

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events
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Inference in LDA models

Modeling the Complex Dyvnamics and Changing
Correlations of Epileptic Events
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Topic vocab

distributions:
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Word 3 ?
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Wordl 7
Word2 7
Word3 7
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Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Drausin F. Wulsin®, Emily B. Fox®, Brian Litt*?

® Deportment of Bivengimeering, University of Pennayivania, Philadelphia, PA
*Department of Neurology, University of Pennsylvania, Philadelphia, PA
=[epartment of Statistics, University of Washington, Seattls, WA

Ahstract

Patients|with| epilepsy| can manifest short, sub-clinical epileptic “bursis” in
addition to fullFRlown M [peizures| We believe the relationship between
these two classes of ovents—something not proviously studied quantitatively
could vield important insights into the nature and intrinsie amics of
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(IEEG) data we study is the fact that the number and placement of electrodes
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able number of channels, (ii] regime-switching, and (iii) an
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1. Imtroduction
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Inference in LDA models
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Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events
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Inference in LDA models

Interpreting LDA outputs
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Drausin F. Wulkin®, Emily B. Fox<, Brian Litt*® o 4 _/
of I y of Pernsylvanta, Phaladelphia, PA %
Dtpu'mﬂl aof \twbyy lnzw of !knu;\bwn, Phdaddphia, PA
¢ Departmenst of Statistics, ans!uy of Washington, Seatdle, WA 02 v
—
0 T
bort, sub-clinical epileptic “burnsta” in E rl/ 4) v
plinic z e e relationship between \
\o XM,
xbcsctvnclmu:u‘cvm et mgn onaly smdu:d quammn.ncl\. OQ Q Q Q
could vield important insights into the nat i A <0 «0 <0

E— m of our work is to these 8
Mmeanct dynumic regimes. Al pesed

(iEEG} datz dathe fnct that
can vary betweenSnatients
switching process thar alows fg

ab af chmnrl‘ (i)
\- 1

ono mnofmb-dxmc
PFBC fuceoeial bideo
P g

L. Introduction
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Examine coherence of

" learned topics

- What are top words per topic?

- Do they form meaningful
groups?

- Use to post-facto label topics
(e.g., science, tech, sports,...)
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Inference in LDA models

Interpreting LDA outputs
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Doc-specific topic
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Relate documents
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Inference in LDA models

Interpreting LDA outputs
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An inference algorithm tfor LDA

Gibbs sampling




e

(-

\
Clustering so far
k-means EM for MoG
Assign observations to E-step: estimate cluster
closest cluster center responsibilities
2 = argmin || — | i = eV (@i | e, )
| ! D i1 TN (@i | fig, Xy)
Revise cluster centers M-step: maximize likelihood
[Lj 4 arg min Z e — xq|5 over parameters
Ko : A A D A
b:zi=] Wﬁ:sdufkrz-‘k I {T'ik:mi}
Iterative hard assignment lterative soft assignment
to max objective to max objective
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What can we do for our bag-of-words models?

Part 1: Clustering model

SCIENCE

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Diransin F. Walsin®, Emily B, Fox®, Brian Litts®

& [epartment of yof , Phiindelpkia, P4
E Depamimaend sﬂ'ﬂ'lﬂbgp, I'.I'Hm ff‘mnquh, W fa
I of 5 ¥ of Washington, Seattle, WA

e

Abstrace

Patients with epilepsy can manifest short, sub-climcal epileptc “bursts”™ in
ackdition to full blown clincal seizares. We belisve the relationship betwesn
these two clisses of events —something not previcusly studied quantitatively—
muH_p:l:llmpud:utmllthmbothenahmeamimh’mdymuf
seizures. A goal of our work s to parse these complex epilepbic events
mtc distinct dynaumec regames. A challenge posed by the miracramal EEG
{m]mnnﬂynth&tmthumbumdplmuid*dmds
switching process that allows for (1) hnluddy'naml regimes hetween o vari-

graphical medel for the moovations process droving the channe] dynamses and
demonstrate the mportance of the model in paming and owt-of sample pre-
dictaons of IEEG data. mahwthatmnmddpmdmnﬂmhwatﬂ:
mmmignments that can help climical of e and enable
the comparson of sub-climical bursts and full clmical seares.

Kegwords: Bayesan nonparametne, EEG, fdonal hidden Markov model,
praphical model, time senes

1. Imtroduction

Dempate over three decades of research, we still have very Little idea of
what defines a seizure. This ignorance stems both from the complety of
epilepay as o disease and 2 paucity of quantitative tools that are flexible

One topic indicator
z, per document |

All words come from
(get scored under)
same topic z,

Distribution on
prevalence of
topics in corpus
™ = [T, TT, ... TTY]
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What can we do for our bag-of-words models?

Part 1: Clustering model

SCIENCE

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Dransin F. Wilsin®, Emily B. Fax, Brian Lites

=Ly of w5, Unsversuty of Pennsplvant, Phadeipbia, Pa
tDepartment of Nenrology, University of Pennsyizania, Pliladeiphis, 4
*Diep of 8 L of W Samttle, WA

Abstract

Patients with epilepsy can manifest short, sub-clincal epileptic “bursts”™ in
acldition to full blown clinical seiures. We belimm the relationship between
these two clisses of events—something not previcusly studied quantitatively

could yickd important insights iote the nature and mtrmsic dynamies of
seieures. A goal of cur work s to parse these complex epileptic events
mto distinct dynamsc regimes. A challenge posed by the intracranial EEG
(EEG) data we study is the fact that the mmmber and placement of electrodes
switching process that allows for (1) shared dynamic regimes between 2 van-
ahle nmumber of channels, (1) asynchronoos regimeswitching, and () an
unknown dictionary of dynaunic regimes. We encode a spame and changing
set of dependencies between the channels using 2 Markov-switching Gansszn
graphical medel for the mnovations process droang the channe] dynamecs and
demnonstrate the mportance of thes model in paming and out-of sample pre-
dictions of 1IEEG data. We show that our model produces minitive state
mmmignments that can help b clinical analysis of sex and enable
the comparison of sub-clinical bursts and full clincal sezares

Kepwords:  Bayestan nonparametric, EEG, Bctonal hidden Markow moded,
graphical model, time seres

1. Imtroduction

Dempite over three decades of research, we still hove very Litle idea of
what defines a seivure. This ignorance stems both from the complexty of
enllensy s a disese and o ravcte of ouantitative tools that are fexcble

Can derive
EM algorithm:

- Gaussian likelihood of
tf-idf vector

l

multinomial likelihood
of word counts
(m,, successes of word w)

- Result: mixture of
multinomial model

3/12,10/12 2026
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What can we do for our bag-of-words models?

Part 2: LDA model

TOPIC 1

TOPIC 2

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Drausin F. Wlsn®, Emily B. Fox®, Brian Litt*®

2 [epaenirneni of Biompinerring, Ureversity of Permsplvania, Philadelphis, PA
* Deperirment of Newrology, Unisersily of Perrusyisanio, Phifaddphia, PA
¢ Departmeral of Siatistics, University of Washinglon, Sealile, WA

Abstract

%ﬂ' Wepileped ooz mppifet short, sub-clinical epileptic “bumts” in
tion to fall-blown [

c e e relutinnship between
thise twa classes of events—something oot previously studied quantitatively

could vield importont insights into the nature and intriesic d ies of
El %af our work is to these complex| events
into gmtinct AyBmic regimes, A poaed by the intracran

[|EEG] llmm tudy i the Im:tll‘l nt the numbier and placement of slectrodes

Feynoonds FEEG [umﬂh.ﬂam_
ﬁ e i

. Introduction
Dhespite cdleruden of rescarch, we still have very Little ide of
nes This ignorance stems both from the complexity of
s R d o paucity of quantitative tools that are Bexible

0.6 -
04
02
0 T T T 1
Q\C:\’ -\c:!’ -\oﬁ \ob‘
K\O &DQ ,(\DQ A\OQ

Can derive
EM algorithm,

but not common
(performs poorly)

3/12,10/12 2026
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An inference algorithms

Typical LDA implementations

Normally LDA Is specified as a Bayesian model
(otherwise, “probabilistic latent semantic analysis/indexing”)

- Account for uncertainty in parameters
when making predictions

— Naturally regularizes parameter estimates
in contrast to MLE

EM-like algorithms (e.qg., “variational EM"), or...

@ 3/12,10/12 2026 /




e

Algorithm for Bayesian inference

Gibbs sampling

lterative random hard assignment!

Benefits:
« Typically intuitive updates

« Very straightforward to implement

3/12,10/12 2026
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Gibbs sampling for LDA

TOPIC 1

TOPIC 2

TOPIC 3

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Drausin F. Walsiz®*, Emily B. Fox®, Brian Littsh

8 [lepentment of Biompmeering, Ursversiey of Permsploania, Phsadeiphes Pa
SDepanimient of Newrology, Unisersity of Permsyinanis, Phiadcphia, PA
¢ Departmierat of Stactsties, Unoversiy of Washirgton, Seattle, Wa

e relationship between
venits— sometig ot previously studied quant itatively

could vield important insights into the noture and intrimsic d ies of
El A%u[ our work s to these complex events
ote fetinct dyBumc regimes. Al posed by the intracran

[iEEG) dota we study is the fact that the number and placement of electrodes
o vary betwes We develop

switching process that allows

FRATIE Tegumes hetween @ vari-

ahl of channels, (i) regime-switching. and (iii] an

unknown dictionnry of dynams: regmes. Ve changi
ndmeies between the channels nsing _HwL nﬂ
model for mmu driwing the el dynamies an

fmpor made] in paming and out-ofl-sample pre-
dota. We show t u it3
at can help

dictinns o
the comparson of sub-clinieal b

i mis.-FEEG: fctorial hiddes)
B - e e

L. Intreduction

Dhempite el of ressarch, we still have very Lttle ide of
nes This ignorance stems both from the complexity of
s o d n paucity of quantitative tools thae are fexible

06

<

04 -

Current set of
assignments
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TOPRIC 1 Modeling the Complex Dynamics and Changing

Correlations of Epileptic Events

Dirnusin F. Walsiz®, Emily B. Fox=, Brian Litts®

3 [leperiraeni of Biomnginerring, Ursversiy of Peesplvania, Phindelphis P4
*Deperiruent of Nesrology, Unisersily of Permgyisenio, Midadalphia, PA
¢ Departmend of Statistics, [niversity of Washingion, Sealile, WA

Absiract

adiition to full-Blo

TOPIC 2

can munifest short, sub-clinical epileptic S
e L

ot distinet dyoomic regimes. A poeed by the intracronfy]

(iEEG) data we study is the fuct that the number and placement of el Vgl
nn vary between| We develop alm nonparametsic | [lackoy]
switching process that nllows for (i) shored dynamic regimes hetween o vari-
ahle[mamber] of chanmels, (i) regime-switching, and (i) an
unknown dictionary of dynams: regimes. We encode ofspame nging
set of dependencies between the channels sing —awitching
moidel for t process driving the nel dynarmics an

te the fmpe model in parsing aod out-of-sample pre-
dictions aof] dota. We show that oor[model jproduces intuitive state
amignments that can help]autcmate [eliical]anak== ufﬁ nnd enable

the comparson of sub-clinscal bursts and Tulllclinical

FEC, ucorel bl o]l

Keymrods:
@m . tiame series

L. Imtroduction

Dempite over_three demdes of research, we still have very Little ide of
what defines ofssimare] This ignorance sems both from the complexity of
as ofdiseaseland o pancity of quantitative tools thot are fHeihle

Gibbs sampling for LDA

1
i
M *?f'Ef‘"J z,;_,.l.)
?ﬂ;}?f‘ﬁﬁ"ﬂaﬁdj

Quz -

)

?fﬁ ’yinj
Biw=2

Step 1: Randomly

reassign all z;,, based on
- doc topic proportions
- topic vocab distributions

Draw randomly from

of

responsibility vector
e Moo .. Moyl
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Gibbs sampling for LDA

TOPIC 1

TOPRIC 2

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Dirausin F. Walsiz®, Emily B. Fox=®, Brinn Litts®

2 Deparireni of Eraversity off Poransplvania, Phdadelphie, P4
*Deperirieni of Newrology, Dnisersity of Perresyisamin, Philaddphia, PA
¢ Departmeral of Stadistics, University of Washirgion, Sealtle, WA

=L inicaffetrure “’e%e relationship berween
thmmdm Dl'n'mn sometnmg oot previously studied quantitatively

conald vield ortant insights into the ooture and iotriosic d Ges of
él %a[ or work s to these complex| events
ot Getinct dyBumic regimes, A posed by the intracran

[iEEG) data we study is the fnct that nuinhier and placement of lec
n vary betwee We develop
switching process that allows i
ahl of chanpels, (i)
unknown dictionary of rl_'.rn.nmlc TEFIMLE.

nidencies between the channels nsing

model for rocess ﬂnnngt "

fmpce .

dictions o dnta. We show
memignments that can help
the comparison of sub-clinico

1. Introduction
[hespite deondes of research, we still haove very bittle iden of

s This ignorance stems both from the complexity of
e d n pancity of quantitative tools that are fexible

Step 2: Randomly
reassign doc topic
proportions based on
assignments z;,, in
current doc
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TOPIC 1

TOPIC 2

TOPIC 3

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Drausin F. Wlsin®*, Emily B. Fox®, Brian Litt*®

3 [lepeniment off Biompineering, Urdversity of Permsplvonin, Philadelphis, P4
SDepariment of Newrology, University of Perrsyisania, Phidadclpbia, P4
¢ Departmersd of Statistics, [niversity of Washimgion, Seattle, WA

Abstrarct

itk g ganif=it short, sub-clinical epileptic “burnts™ in

oD to Sl D tlinic " “’e@e relationship between
these twa classes of events— somethng oot previously studied quantitatively

could vield important insights into the nature and intriesic d ies of
él A&ul our work i to these pomplex| pvents
Ioto Gmtinct dymumic regimes, A poeed by the intracran

[LEEG] data we study is the fnct that number and placement. of elee s
mn vary betwes We develap

mwitching process that allows I regames between o var-

ah of chanmels, (i) regime-switching, and (i) an
unknown dictionnry of dynamse regimes. Ve changi
ndencies between the channels nsing -swrtchi
moidel for MMH driving the el dynammnics an

meade] in paming and out-of-sample pre-

the comparson of sub-clinscal b

K eyuonis: F EEG, factorial hidden
- e e

L Intreduction

Dhempite clerndes of ressarch, we still have very little iden of
nes This ignorance stems both from the complexity of
ns o d n pancity of quantitative tocls thot are flexible

Gibbs sampling for LDA

06

04

Step 3: Repeat for all docs
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Gibbs sampling for LDA

TOPIC1 Modeling the Complex Dynamics and Changing
g P y EINE
Word 1 ? Correlations of Epileptic Events
Word 2 ?
Word T = Drausin F. Wulin®, Emily B. Fox®, Brian Litt*5
2 & [epentmant of Bompmerring, Uraversiy of Permsplvania, Phadadeliphes, P
Word 4 - *Depariment of Menrology, Unisersily of Permsyisenio, Phdadcphin, PA
Waord 5 ? ¢ Departmeral of Statistics, University of Washingion, Sealtle, WA
Abstract
TOPIC 2 I" i ith gaifs hort, subclinical epileptic “bumsts” in
> addition to § “c@c relationship between
Word 1 - theme two classes of events— sometiing not previously studied quantitatively
Word 2 7 could vield important insights into the potore and istriesic d fos of
[goall of our woek s o s these complec pvents
sl B it o L‘fln.il: regimes. hﬁpm! by the intracran
Word 4 ? ({EEG) dnta we study is the foct that the numpber and placement of electrodes
Word 5 ? RO Vary betwee We |1| \dl.-]tlp 2y L. onparnmetricllarkon
switching process that allows f grecl dvmAIDIC regimes Betwnsn L Var-
- ahl af channels, (i) fnsyne regime-switchi a.'nl! I'uJ] an
unknown dictionary of |]_'.rn.a|:mt' eI,
. spendencies between the channels nsing -awitching
mondel for thﬁmmﬂ driving the channel dtnamwcanl
TOPIC 3 deInans jmpor ol this model § in par |:n el clut—or wuplll pre-
Word 1 7 dictions o dota. We
amignments that can h.elpl
Word 2 ? the comparscn of sub-clinien
o Kegusonls: m EEG, factrial hideo]
Word 4 ? E it seriss
Word 5 7
. 1. Imtroduction

Dhempite orve e cdendes of research, we still have very bittle iden of
4 mes This ignoranee stems both from the complexity of
as n d n pancity of quantitative tools that are flexible

\

0.6 -

I_\'

0.4

02

0 ! ! ! !
Q"w_"lz_"J P

&

X ,
(R (R (R R

Step 4: Randomly
reassign topic vocab
distributions based on
assignments z;,, in
entire corpus
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An inference algorithm: Gibbs sampling

Gibbs sampling for LDA

TORPIC1 Modeling the Complex Dynamics and Changing 06 -
Correlations of Epileptic Events :
Druusin F. Wikin®, Emily B. Fox®, Brian Litts® {} 4 -
< i of s g, Ursiversity of Prrensplvania, Philadelphse, P4

’Dlpmmru af Nenrology, [.'nlm-.lhp af Permuyizania, J"En.ﬂndd'pﬁu. Pa
¢ Departmerst of Stattstics, Unsversiy of Washington, Seattle, Wi

0.2

TCPIC 2

; i ,{ re L-rr]d:‘;im:ﬂi:ip 'h-etzm:n Q\ 'Q Q Q

thime twa clusses of events—somethmg pot previously studied quant ftatively

could visld artant insights into the noture and intrisi d Gos of '&O &0 «0 ,(\0
A%u{ our work i bo these complex] pyents

into distinet dyoamic regimes. A posed by the intracram

(iEEG) dota we study is the fact that the number and placement of elee

oo vary betwes We r]l:w:]up

switching process that allows AN Tegimes between @ vari-

ahl af channels [uj

i d:;:m:ﬁmw% Repeat Steps 1-4 until
%EM&“ “ieie | maxiter reached

dirtions o nta. We show

amignments that can help and eanble
the comparson of sub-clinies E (clinicn Mz

K eyoomds: F EEG, fastorial bu:ld:n_
B e e

L Introduction

Dhempite clemides of ressarch, we still have very Little iden of
. nes This igmorance stems both from the complexity of
. s d o paurity of quantitative tools thar are flexible
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An inference algorithm: Gibbs sampling

Random sample #10000

TOPIC 1

TOPIC 2

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Drausin F. Walsin®, Emily B. Fox®, Brian Litt*?

aJepenirent of Mompmeering, Uraversity of Pomsplvania, Phaadelphds, PA
*Deperirmeni of Newrology, Unisersify of Perausyinenin, Phiadephia, PAo
¢ Departmerat of Statistics, University of Washirgion, Seatile, WA

al] = linic - .- rie E%ﬁn relationship between
thise two classes nl'n'mn sometnmg oot previously studied quantftatively

conld wield artant insights into the noture and iotriosic d of
él %u[ omr work s to thes mmﬂuﬁﬁnm
ot getinet Vouunic regimes. A& posed by the intracran

[iEEG) dnta we study is the foce that the number and placement of lec
o vary betwne We ﬂnvnlup

switching process that nllows

ah af chanpels, (i regime-swit . and |::II.I]
unknowmn dictionnry of dynamse regimes.
midencies between the channels using _HwTt
moide] for mmﬂ ﬂnwngt : mel dtumuan
i madel in parsing of s
dictions o i sh
Emignments
the comparison of !ub-dl.n.lc b

fo— Fm U e
e e

1. Introduction

Dhempite demdes of ressarch, we still have very Little iden of
nes This ignorance stems both from the complexity of
s n d n paucity of quantitative tools that are flexible

06
0.4
0.2

0 T T T T

Current set of
assighments
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An inference algorithm: Gibbs sampling

Random sample #10001

TOPIC 1

TOPIC 2

Modeling the Complex Dyvnamics and Changing
Correlations of Epileptic Events

Dirausin F. Walsin®, Emily B. Fox®, Brian Littsb

& [lepertraent of Momgmerring, Uraversicy of Permsplvania, Phsadelphss, Pa
* Depertruent off Newrology, Unisersiy of Permspisenio, Phdadophi, Pa
¢ Departmersl of Siatistics, niversity of Washinglon, Sealile, WA

Abstract

g manits hort, subclinical epileptic “bumts”™ in
Flinicn Werrnresy VW

EE on tao full-blo = e relationship between

these two closses of pvents—something not previously stodied quantitatively

conald visld i rtant insights into the noture and intriosic d des of
Aﬁuf our work s o thise mmjﬂmﬁmm
into distinet dynamic regimes. A posed by the intracran

[iEEG) data we study is the fnee that numbier and placement of =lec =
o vary betwee We develop
switching process thi s il ‘IATIE TREAMES Detwsen i vart-

ahl of chanpels, (i) regime-switching, amd (iii] an

unknown dictionnry of dynamse regimes. Ve changi
nidencies between the channels wsing st nﬂ
model for EMMH driving the mel dymarmics an

jmpor i g aned out-of-smmple pre-
i o suitive stote
nnd enahble

dictions o
asmignments P
the comparison of sub-clinicn

P E
ﬁm | tiame series

1. Introduoction

Dhempite decnides of research, we still have wery little iden of
ms This ignorance stems both from the complexity of
P d o paucity of quantitative tools that are flexible

0.6 -

0.4

02

0 T T T T
Ny
o c:b Q;b be

™ =
K\GQ &Q'Q &G‘Q A'\OQ

Current set of
assighments

3/12,10/12 2026

/




/

An inference algorithm: Gibbs sampling

Random sample #10002

TOPIC 1

TOPIC 2

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Dirausin F. Walkin®, Emily B. Fox®, Brian Litt~F

s [rpertraent of Fiompmerring, Uraversay of Peraosglvonia, Phandelphes, Pa
* Deps L 1y o Ky , Fhdadalphia,
¢ Departmerst of Stastseies, Dnsversity of' Washimgton, Seatole, Wa

Abstract

%" h £ hort., subeclinical epileptic “bomsts™ in
on b full-blo Clinic, ST “rc%‘m relationship between
these two closses of events— somethimg not previously stodied quantftatively
could vield important insights into the ootore and iotriosic d ies of
éiaf owr work in to thsse mm]ﬂuﬁ:‘mm

oo destinet dynumic regimes. & posed by the intracean,

[iEEG) dnta we study is the fnct that nuinheer and placement of slec =3
o vary betwee We develop
switching process th s il

FRAImC Teames between oo vars-

ah of chanmels, (i) regime-switching. and (i) an
unknown dictionnry of dynamse regimes. Ve changi
midencies bebween the chanmels msing —awrtchi
model for I:Mnxm driving the nel dynamics an,

o model in parsing amd out-of-
dnta. We show th Brodig [
at can help
the comparison of sub-clinsea

Feyrocenis: F EEC, fncecrial
ﬁm . tirme series

1. Imtroduction

dictions o
asmignments

Dempite demmades of research, we still have very little iden of
s This ignoranee stems both from the complexity of
s d n pancity of quantitative tocls that are flexible

\

0.6 -

<

0.4 -

02

0 T T T T

Current set of
assighments
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An inference algorithm: Gibbs sampling

What do we know about this process?

Not an optimization algorithm
A

_ Eventually

GJ& .

3= provides

EE ‘correct”

€0 .

oa Bayesmn
estimates...

-
/ iterations

probability of observations given variables/parameters
and probability of variables/parameters themselves
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An inference algorithm: Gibbs sampling

What to do with sampling output?

Predictions:

1. Make prediction for each snapshot of randomly
assigned variables/parameters (full iteration)

2. Average predictions for final result

>

Parameter or assignment estimate:

- Look at snapshot of randomly assigned
variables/parameters that maximizes
Jjoint model probability”

Joint model
probability

>

iterations

@ 3/12,10/12 2026 /
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Gibbs sampling algorithm

lterative random hard assignment!

Assignment variables and model parameters
treated similarly

lteratively draw variable/parameter from
conditional distribution having fixed:

— all other variables/parameters

* values randomly selected in previous rounds
* changes from iter to iter

- observations
+ always the same values

3/12,10/12 2026
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,Collapsed” Gibbs sampling for LDA

Based on special structure of LDA model, can
sample just indicator variables z, ,

- No need to sample other parameters

* corpus-wide topic vocab distributions
* per-doc topic proportions

Often leads to much better performance
because examining uncertainty in smaller space

@ 3/12,10/12 2026 /




Collapsed Gibbs sampling for LDA

Never draw topic vocab
distributions or doc topic

proportions

bt short, subeclinical epileptic “bumts” in
re “e e relationship between
oE usly studied qu Lan‘lnnx.mel

i vary ]:-e‘lwm

switching proces that allows fge () 7

ahl ; i .

unknown cl.inLiclnnJ'_',r-:lili_-,;'unuo regimes. Ve K Randomly reasslgn Z

ﬁ!ndlmils between the channels nsing awitching I'w
Jel for ¢ w driving the Jd

b :’E“"?E' ; L based on current

dictions o dota. We s hat cor Bmoelel iz jne ui dve state

ssmignments that can helpd clinicalnn. af

the comparion of mub-clinten] Bur=s aSSignme nts ZJV Of all.

other words in document
and corpus

s demdes of ressarch, we still have very hittle ide of
This ignorance stems both from the complexity of
d o paucity of quantitative tools that are flesdble
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Collapsed Gibbs sampling for LDA

Select a document

epilepsy | dynamic | Bayesian

EEG

model

o)

37
We iy borunel
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Collapsed Gibbs sampling for LDA

Randomly assign topics

3 2 1 3

epilepsy |[dynamic|Bayesian| EEG

model
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Collapsed Gibbs sampling for LDA

Randomly assign topics

3 2 1 3 1
epilepsy |dynamic|Bayesian| EEG model
Repeat for
each doc in
= — —T—_ the corpus
test — 3 . 1

validate

likelihood
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Collapsed Gibbs sampling for LDA

Maintain local statistics

3 2 1 3 1
epilepsy |[dynamic|Bayesian| EEG model
Topic 1| Topic 2| Topic 3
Doci 2. ] 2
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Collapsed Gibbs sampling for LDA

Maintain global statistics

3 2 1 3 1
epilepsy |dynamic |Bayesian| EEG model
Topic 1| Topic 2| Topic 3
Topic1l | Topic 2 | Topic 3 Doc | 2 1 2
epilepsy 1 0 35
Bayesian 50 0 1
Total
del 42 1 0
oo \ counts
— 0 0 20 from all
dynamic 10 8 1 docs
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Collapsed Gibbs sampling for LDA

Randomly reassign topics

3 4 1 3 1
epilepsy |dynamic |Bayesian| EEG model
Topic 1| Topic 2| Topic 3
Topic 1 | Topic 2 | Topic 3 Doc i 2| O/ 2
epilepsy 1 0 35
Bayesian 50 0 1
model 42 1 0 dﬂcﬁi“;nﬁ
EEE 0 0 20 oy f"“asﬁﬂnmd\i"
(dynam 10 7/5 1 cuf f-,J_;,LuJ':'z'
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Collapsed Gibbs sampling for LDA

Probability of new assignment

3 ? 1 3 1
epilepsy |dynamic[Bayesian| EEG model

Topic 1 Topic 2 Topic 3
7//_
How much doc “likes” Topic 1| Topic 2 | Topic 3
each topic based on other Doc i > 0 >

assignments in doc

# current assignments 5 9., OV

to topic k in doc i

@ 3/12,10/12 2026 /
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(-

Probability of new assignment

Collapsed Gibbs sampling for LDA

3 ? 1 3 1
epilepsyldynamic Bayesian| EEG model
- : : How much each topic
Topic 1 Topic 2 Topic 3 likes the word "dynamic”
o= = based on assignments in
«— other docs in corpus

« Topic 1|Topic 2|Topic 3
dynamic 10 / 1

# assignments

corpus-wide of === 1104y namic,k 1T 7/ «— smoothing param from Rayes prior

Z?.UEV ?nfw!k + I&_______.g'[a—& DF" \fDCﬁ-}b

word “dynamic”

to topic k
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Collapsed Gibbs sampling for LDA

Probability of new assignment

3 ? 1 3 1
epilepsy ' dynamic|Bayesian| EEG model

Topic 1 Topic 2 Topic 3

I- Topic 1| Topic 2| Topic 3
dynamic 10 7 1

Topic 2 also really likes "dynamic”,
but in a different context...
e.g., a topic on fluid dynamics
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/




e

Collapsed Gibbs sampling for LDA

(-

Probability of new assignment

3 ? 1 3 1
epilepsy |dynamic|Bayesian| EEG model
Topic 1 Topic 2 Topic 3

How much Nik + O
doc likes topic N, — 1 + Ka Zwev My + V7 topic likes word

Mdynamic,k +

How much

3/12,10/12 2026
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Collapsed Gibbs sampling for LDA

Randomly draw a new topic indicator

3 ? 1 3 1
epilepsy | dynamic |Bayesian| EEG model

Topic 1 Topic 2 Topic 3

e —
To draw new topic assignment (equivalently):
- roll K-sided die with these probabilities
- throw dart at these regions / Normalize this product of

terms over K possible topics!

How much Nik T O Mdynamic,k =7 | How much
doc likes topic N — 14+ Ko Zwev Mk + Vv topic likes word
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Update counts

Collapsed Gibbs sampling for LDA

Eiynam_i?)

A 1) 1 3 1
epilepsy | dynamic Bayesian| EEG model
Topic 1| Topic 2| Topic 3
Topic 1 | Topic 2 | Topic 3| [Doci| 3 /7 0 2
epilepsy 1 0 35
Bayesian 50 0 1 ‘neament counts
model 42 1 0 lased on nzu;
- mm‘t
FEG 0 0 20 an
b Tiw=
Il 0 7 1
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Collapsed Gibbs sampling for LDA

Geometrically...

3 1 1 3 1
epilepsy |dynamic|Bayesian| EEG model

Topic 1 Topic 2 Topic 3
e —
Increase popularity of Increase popularity of
"dynamic” in topic 1 topic lindoc i

. (corpus-wide)

@
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lterate through all words/docs

Collapsed Gibbs sampling for LDA

3 1 1 3 1
epilepsy | dynamic|Bayesian| EEG model
Topic 1| Topic 2| Topic 3
Topic1 | Topic 2 | Topic 3 Doc i 2 0 2
epilepsy 1 0 35
Bayesian 50 0
model 42 1 0
EEG 0 0 20
dynamic 10 7 1
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Collapsed Gibbs sampling for LDA

What to do with the collapsed samples?

TOPIC1

TOPIC 2

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Drausin F. Wulsin®, Emily B. Fox®, Brian Litt~b

"I):pnn‘rmm: {lfﬂlﬂrﬂmﬂﬂ Unimersity of Pennsplvania, Phalodelphia, P'A
Depariment of Neurclogy, University of Pennspivanis, Philodelphia, FA
“Department of Statsties, Unwersuty of Washmgeon, Seatile, WA

Abstract
ﬁwn fepilepay] can manifist short, sub-clinical epileptic “bursts” in
anaition to AlEraeen Elincalbeinres We redatinnship between

these two classes of eventz—something not previously studied quantitatively

eld important ineights into the nature and intringic dynamics of
of our work is to parse these complex EVEILE
0 this

inct Iy ic regimes. A posed by the intr.

(IEEG) data we stydy ja the fact that the numbar and placement of elect;

AN Vary 1)&“‘M’% We develop

switchi e} ) il FIELITLC Temes et ween 4 Varl-
abla) of channals, (ii) regime-switching, and (i) an

unknown dictionary of dynamic Mes. e
et of d deneies betwean the channels using

regl fli]
e
mindial for th process driving the channed dynamics.

r%mpﬂ moded in parsing and out-of-sample pre-
dictions o data. We show th model frodycs jgiuitive state
assipnments that can holpls _Emrﬁﬁ pej

the comparison of sub-climeal barsts and nfclinicallestzures
K F EEG, Factorial hidden M Rouie
al, time series

1. Introduction

Despita over thres decades of research, we still have very little idea of
I nes This ignoranee stems both from the complexity of
HERE and a pancity of quantitative tools that are fexible

From “best” sample of {z,,},

can infer:

1. Topics from conditional
distribution...
need corpus-wide info
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Medeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Dirnusin F. Wulkin®, Emily B. Fax®, Brinn Litt®

2 [eparimend of Bomgnerring, Uraversity of Prrsplvonia, Philadelphis, PA
*Deparirend of Nenrology, Unisersily of Permusyivania, Phidadaiphia, PA
¢ Departmeral of Stadistics, University of Washingion, Sealtle, WA

Abstract

ith
miliulm to fullblo

theme two classes of even

i hort, sub-clinical epileptic “burmts” in
nic EriT We@e relatiomship between
sometimg not previously stodied quantitatively

could vield important insights into the noture and iotriesic dynamies of
E (|f our work in to pame these ml]mﬂl:xﬁumm
into distinet Oynomic regimes. A poeed by the intracran:

[iEEG) dnta we study is the fuct that the number and
mn vary betwee We develop
switching process thi owes fgp () abared dvmasmr regimes Betwesn b vark-

ahl af chanpels, (i) regime-switching, and (i) an
unknown dictionary of dynamse regimes. e changi

: cpendencies between the channels using ETT 'né
ﬁ’uwﬂnl for Ihﬁlﬂl:mﬂ driving the channel dynamics and
ISt

1 jmportance of this madel in parsing and out-of -sample pre-
dictions o dota. We s b e i
asignments that can helpy clinic:

produses jpruitive state
the comparison of mab-clinse

o IR
Emol . time series

1. Introduction

slacement of electrodes

Dempite ooy s clecdes of ressarch, we still have very little iden of
u nes This ignorance stems bhoth from the complexity of
as al d n paucity of quantitative tocls that are flexible

Collapsed Gibbs sampling for LDA

0.6

0.4

0.2

From “best” sample of {z,,},

can infer:

1. Topics from conditional

distribution...
need corpus-wide info

2. Document "embedding”...

need doc info only

What to do with the collapsed samples?
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Collapsed Gibbs sampling for LDA

Embedding new documents

TOPIC 1

TOPIC 2

Modeling the Complex Dynamics and Changing
Correlations of Epileptic Events

Drausin F. Walsis®, Emily B. Fax®, Brian Litt*=

J'Jq'.m'iw:m off Biommginerring, J’Pﬂm:;@mmu‘ J'Mlhdn.'\uﬁh' Pa
pulmclu af Newralogy, ['n: lsu-lng ql' Permsyinemin, Fhiladdphin,
¢ Departmersl of Siatistics, [niversity of lhuﬁwa‘cn,&nu.! “"i

e relationship between

v studied quantitatively
the nnture amd iotrisic d ies of
these complex| events
imto distinet dynomic regimes. A poeed by the Lnuurmn@
(iEEG) data we study is the fnct that the number and placement of slectrodes
We ] '\-'L-]tp
switching process ST mmws
hﬁ(lf chanmels, (i)
unknown dictionnry of |]_'.rnamr TEgImes.
nidencies between the chanpels u.nng

impartant insights
of our work s to

o vary betwes

o Hnt

. m
d.u:t)(lns o dnta. We show thy
p— F £, e e N
ﬁmm time series

L. Imtroduction

Dhempite o d.nmliel of ressarch, we still have very lictle ide of
nes This ignorance stems both from the complexity of
ns a d o Fll.l.l.r.‘!ltl. of quantitative tools that are flexible

0.6
04
0.2
0 T
dL 4;5 ~\%

Simple approach:

1. Fix topics based on
training set collapsed
sampling

2. Run uncollapsed
sampler on
new doc(s) only
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What you should know how do now

» Compare and contrast clustering and mixed
membership models

« Describe a document clustering model for the bag-
of-words doc representation

* Interpret the components of the LDA mixed
membership model

» Analyze a learned LDA model
- Topics in the corpus
- Topics per document

« Describe Gibbs sampling steps at a high level

« Utilize Gibbs sampling output to form predictions or
estimate model parameters

» Implement collapsed Gibbs sampling for LDA

@ 3/12,10/12 2026
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Hierarchical clustering
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Why hierarchical clustering

* Dendrograms help visualize
different clustering granularities
- No need to rerun algorithm

any distance metric

@

* Avoid choosing # clusters beforehana

gl

« Most algorithms allow user to choose

— k-means restricted us to Euclidean distance
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Why hierarchical clustering

Can often find more complex
shapes than k-means or
Gaussian mixture models

Gaussian mixtures:

ellipsoids
k-means: spherical

clusters @
e
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Why hierarchical clustering

Can often find more complex
shapes than k-means or
Gaussian mixture models

What about these?

Yy
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Two main types of algorithms

Divisive, a.k.a top-down: Start with all data in
one big cluster and recursively split.

- Example: recursive k-means

Agglomerative a.k.a. bottom-up: Start with
each data point as its own cluster. Merge
clusters until all points are in one big cluster.

- Example: single linkage

3/12,10/12 2026
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Divisive clustering

Divisive In pictures — level 1

3/12,10/12 2026

/




e

Divisive clustering

Divisive in pictures — level 2
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Divisive: Recursive k-means

Wlklpedla\

Athletes Non-athletes
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Divisive: Recursive k-means

- /Wlklpedlam '

thletes on-athletes

~ N\

Baseball Soccer/  Musicians, Scholars, politicians,

Ice hockey artists, actors ~ government officials

R
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Divisive: choices to be made

» Which algorithm to recurse
* How many clusters per split
« When to split vs. stop

— Max cluster size:
number of points in cluster falls below threshold

— Max cluster radius:
distance to furthest point falls below threshold

— Specified # clusters:
split until pre-specified # clusters is reached
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Aglomerative: Single linkage

1. Initialize each point to be its own cluster

& %%

®

D
®
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Aglomerative: Single linkage

2. Define distance between clusters to be:

@ distance(C,,C.) =
6%) ® [mﬁg I XJ)]
@ ;u: in C, [

© specified pairwise
distance function

®

@ Linkage criteria

288 3/12,10/12 2026
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Aglomerative: Single linkage

3. Merge the two closest clusters

Yo %
O ®

on
o ®

®
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Aglomerative: Single linkage

4. Repeat step 3 until all points are in one cluster

PR
)

(-
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Aglomerative: Single linkage

4. Repeat step 3 until all points are in one cluster
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Cluster of clusters

Just like our picture for divisive clustering...
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The dendrogram

* X axis shows data points (carefully ordered)
* y-axis shows distance between pair of clusters

Height here indicates
min distance between
blue pts and green pts
(2 clusters)

Cluster
distance

Data points
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Extracting a partition

Choose a distance D* at which to cut dendogram

Every branch that crosses D* becomes a separate cluster

*

Cluster
distance

(-

ompFr s

Ul

Data points
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Agglomerative: choices to be made

» Distance metric: d(x; x)

» Linkage function: e.g., mirg: d(x, x)
x;in C,,
X in C,

* Where and how to cut dendrogram

D'!u
Cluster
distance

Data points
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More on cutting dendrogram

* For visualization, smaller # clusters is preferable

* For tasks like outlier detection, cut based on:
- Distance threshold

()
- Inconsistency coefficient

» Compare height of merge to average merge heights below

subsets that are relatively far apart compared to the
members of each subset internally

» Still have to choose a threshold to cut at, but now in terms
of “inconsistency” rather than distance

* No cutting method is “incorrect’, some are just
more useful than others
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Computational considerations

» Computing all pairs of distances is expensive
- Brute force algorithm is O(N4log(N))

# datapoints

« Smart implementations use triangle inequality
to rule out candidate pairs

* Best known algorithm is O(N?)

(-

3/12,10/12 2026

/




